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1.0    INTRODUCTION

1.1    Background

The Dynamic Simulation Framework (DSF) is a greatly enhanced version of Metron's parallel simulation framework, SPEEDES (Synchronous Parallel Environment for Emulation and Discrete-Event Simulation). The enhancements are designed to allow one to develop systems that run SPEEDES-based simulations in real time on free CPUs in a multiprocessor. The benefits of

doing this are:

a) Predicting what might happen by simulating quickly into the future, and

b) Evaluating courses-of-action (COAs) under consideration at key decision points. This is done by simulating each COA and computing measures of effectiveness (MOEs).

Traditionally, analytic simulations have been done well in advance of anticipated scenarios, so the first question one might ask is how simulations can be performed in real time. The key to understanding this is the concept of the “emulation”—our term for a simulated “mirror image” of the real world that provides the starting point from which real-time simulations can be launched (for prediction or COA evaluation). The emulation is simply a simulation running at wall clock speed that periodically accepts reports about the real world. These reports are integrated into the emulation state so that it reflects the state of the world (at least to the extent known).  An execution is performed by copying the emulation onto a set of free CPUs, optionally inserting data (to define a COA), and running as fast as possible to a specified end time. The results of the simulation execution are then examined to gain insight into a possible future or to judge the quality of a COA being considered. This approach has a huge advantage over traditional simulation-based analysis: the real-time simulation is based on the actual situation, not the situation anticipated by the traditional analysis, which at best approximates the current one.

The Dynamic Simulation Framework software and User's Guide was funded by the Air Force Research Laboratory under Small Business Innovative Research contract FA8750-04-C-0066. The U.S. Government is authorized to reproduce and distribute reprints for Government purposes notwithstanding any copyright notation thereon.
1.2    Dynamic simulation system components
Like SPEEDES, the Dynamic Simulation Framework is not itself a system or simulation; rather, it is a set of software tools for building a dynamic simulation system like one described above. To build such a system, the following components are needed (in addition to the DSF software suite): a multiprocessor machine, a SPEEDES-based simulation, an “emulation” (defined below), a Master System Interface and simulation output. Each of these is briefly described below.
1.2.1    Multiprocessor Machine
This is a high-performance computer (HPC) or cluster with many CPUs. The idea is to exploit the massive computing power available in such machines to perform large amounts of simulation analysis quickly. The software was developed and tested on a 2048-CPU HPC at the Air Force's Aeronautical Systems Center (ASC). Although the software was developed on an SGI Origin 3900 platform, it was written in a general way to enable porting to other platforms, especially Beowulf clusters. Porting issues will be described in section 2.1   .
1.2.2    SPEEDES-Based Simulation
This is the heart of the entire system. The emulation is a version of this simulation, and all the predictions and COA evaluations will be done by running executions of this simulation. Thus, the same simulation must serve in two different capacities—as a simulation that runs as fast as possible to do predictions and COA evaluations, and as a so-called “emulation” (see the “Emulation” description immediately below). Building a simulation that can perform both functions is not difficult, but the “double-duty” requirement has generated some confusion so we explicitly mention it up front.
1.2.3    Emulation
The term “emulation” refers to a variety of things in different contexts, but here we use the term to designate a specialized instance of the simulation described above that “mirrors” or “emulates” some part of the real world (such as a battle, a power plant, a transportation system, etc.). It runs at wall clock speed and has events designed to integrate external reports into the emulation state. For example, mobile simulation objects might have a SetLocation event to change the location of these objects to reflect the movement of real-world objects. Also, the DSF software provides the means to add or remove simulation objects. These three capabilities (changing, adding and removing simulation objects) allow the emulation to absorb any external report, changing the emulation state in any way needed to reflect the current state of the real world. By doing this, the emulation acts as a simulated “mirror image” of the real world, and thus provides the starting point from which to launch predictive simulations and COA evaluations.
1.2.4    Master System Interface (MSI)
The Master System Interface (MSI) is simply a SPEEDES external module attached to the emulation. This external module can be used to display or alter the state of the emulation; additionally, DSF enhancements provide the tools with which to request predictive simulations and COA evaluations. Once a simulation (for convenience, we shall use “simulation” to refer to a predictive simulation or a COA evaluation) has been launched, the MSI can receive reports describing the current status of the execution (e.g. Started, Finished, Aborted, etc.). Also, the user has the option of attaching an external module (or modules) to a launched simulation. This can be used to display the simulation, pause or control the time advance, or even branch off yet another simulation. This branching process can proceed as long as there are available CPUs, creating a tree of simulations whose root is the emulation.
The other major duty of the MSI is to provide a gateway through which real-world reports can be inserted and integrated into the emulation. This is the mechanism that allows the emulation to mirror the state of the world. Alterations in the emulation state are accomplished by changing the state of existing objects, creating new objects, or deleting existing objects. Changing the state of an object is accomplished simply by scheduling an event on the object. Creating or deleting objects from the interface is a new capability provided by the DSF software. It is a bit more involved that simply scheduling an event on an object, but is not difficult. These mechanisms will be described in detail in later sections, primarily in chapter 5.0   .
1.2.5    Simulation Output
Obviously, the point of running simulations is to make use of the results computed by the executions. We generally think of this as being a set of MOEs that summarize the outcomes of the COA (or predictive simulation), but any useful information could be provided. For example, it may be very instructive to watch a display of the assets moving around on a map and seeing exactly how the COA unfolds, where it succeeds, where it fails and where unexpected things happen and why. At the opposite end of the spectrum, a simulation execution might simply write a few MOEs to a file with a unique name so the user could identify which run produced the results.

DSF software provides the means to attach an external module to any simulation. This is an attractive option for displaying simulation results: the external module program opens a window to represent the execution while it's running and output the results when it completes. Other useful items one can put in the window include the current simulation time, the current status (e.g. Running, Finished, Aborted, etc.), a button to pause the simulation and a button to kill the simulation.

The figure below shows how the above components fit together to make up a Dynamic Simulation System (DSS) that can be used to run real-time predictive simulations and COA evaluations. In later sections, we will examine each of the components, describing how to build your own DSS.
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Dynamic Simulation System Components
1.3    Scope of this manual
This guide describes how to use the DSF software to build and run a DSS. Examples will be provided to illustrate the specifics of this process. Since the entire system presupposes a working SPEEDES simulation, we assume the reader is familiar with the process of building parallel simulations using the SPEEDES framework. Where possible, we will try to write things in such a way that minimizes the amount and detail of SPEEDES knowledge required. However, some knowledge of SPEEDES must be assumed; otherwise, this guide would have to duplicate the SPEEDES User's Guide in addition to explaining the DSF software. The reader is referred to the SPEEDES User's Guide for SPEEDES-specific questions not addressed in this manual.
1.4    A note about code examples
This manual contains a fair number code of examples to show how to use the software. These are printed in courier font (e.g. courier font) and are usually code “snippets” rather than full examples that could be pasted into a file and compiled. For example, one might show how to use a constructor or method of a class provided by DSF. In order to keep these examples short, we often omit #include files and definitions of things that should be obvious. Nevertheless, it is important to see real examples of working code. For this reason, we have provided a directory containing several demonstration systems as part of the software delivery. Since most of these are based on AFRL’s Force Structure Simulation (FSS), they are located in directory called FSS/clone-demo.
2.0    The multiprocessor machine
2.1    Platform compatibility
The first and most important issue is what platforms can run DSF-based systems. For development purposes, most UNIX platforms should work (though there could be some minor porting issues). The software has been ported and tested on IBM/AIX, SGI/IRIX and Intel/Linux platforms and should work “right out of the box” on these platforms (using the GNU g++ compiler, version 3.3 or later). However, for building actual high-performance systems, DSF has thus far only been ported/tested on SGI HPC platforms (SGI Origin 3900 running IRIX). Also, code has been added so that it can run on Beowulf clusters, but it hasn’t yet been tested. The reason for the limited number of platforms is a porting problem that thus far has only been resolved on these platforms. The problem is that most multiprocessor platforms do not provide a convenient way of copying and distributing processes over available CPUs. What this means is that simulations generated by the system will pile up on a subset of CPUs instead of being evenly distributed over the entire set of available processors—the end result being poor system performance. Since SGI HPCs (e.g. SGI Origin 3900) automatically distribute processes over a large group of processors (512 CPUs on the 3900), this is not a problem. Beowulf clusters, on the other hand, provide a utility for copying/distributing processes throughout the CPUs in the cluster. The DSF software uses this to balance the load and achieve good performance. In the future, we hope to resolve the porting problem described above so that DSF is compatible with a large number of multiprocessors.
2.2    running on small platforms
While developing or experimenting with DSF, it is not necessary to have access to an SGI HPC or Beowulf cluster. By “fooling” the system into thinking it has a large set of CPUs to work with, one can build and test systems even on a single processor platform. We used this technique to create experimental systems on dual-CPU Linux machines. What happens is the system spawns multiple simulations (comprising many processes) that must run on the platform (e.g. on one or two CPUs), possibly concurrently. Obviously this runs much slower than if the workload were distributed over many CPUs, but is acceptable for small systems and for developing and testing new ideas. 
2.3    multiprocessor background information
We use the term “multiprocessor” to refer to any machine with multiple CPUs. This is either a High-Performance Computer (HPC) or a computer cluster. An HPC consists of a set of CPUs connected by high-speed communications and controlled by a single operating system. These are usually sold as a single system by a vendor such as SGI, HP, or IBM. Examples include SGI's Origin 3900 (e.g. with 2048 CPUs) and IBM's P655 (one machine we worked with had 2944 CPUs). A computer cluster consists of a set of more loosely-connected CPUs assembled to provide computing services (including high-performance computing). So, there is a gray area in the spectrum of multiprocessors where it is unclear where HPCs end and clusters begin. HPCs tend to have expensive, faster inter-CPU communications; clusters tend to have cheaper, slower inter-CPU communications and use racks of consumer off-the-shelf (COTS) CPUs (e.g. dual-CPU motherboards of Pentium 4 processors). In general, a high-end HPC will provide the maximum performance, but there is no point in making a big issue out of this. The technology continually improves and computing clusters come equipped with faster and faster inter-CPU communications. Also, if the simulation does not spend a large proportion of its time on inter-node messages, the communications bandwidth may not be a major factor in overall system performance. Finally, a newer cluster with faster CPUs might work better than an older HPC with slower CPUs and higher communications bandwidth.

2.3.1    Multiprocessor Architecture

Because of the above, we will not distinguish between HPCs and clusters, and use the more general term “multiprocessor” instead. A multiprocessor contains n CPUs divided into subsets of k CPUs configured so that they can share a bank of RAM. These subsets of RAM-sharing CPUs are called compute nodes. There are multiprocessor machines composed of compute nodes containing 2, 4, 8, 32 or 512 CPUs. There are probably others—including the extreme case of machines with one-CPU compute nodes. The figure below shows a schematic example of a multiprocessor architecture.
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Typical Multiprocessor Architecture
2.3.2    initialresources.par FILE
There is a good reason for all this background information. In order for the system to utilize its resources effectively, you must tell it how many CPUs are available for use, and how they are distributed over compute nodes. The system uses this information to balance the workload over available CPUs, and to allocate groups of CPUs that have a favorable shared-memory topology. For example, if the multiprocessor has 8-CPU compute nodes and a spawned simulation consists of 6 processes, it's best to run all 6 processes on the same compute node, if possible. This ensures that all 6 processes communicate through shared memory, which is much faster than TCP/IP sockets. The system uses a simple algorithm to decide how to allocate CPUs for spawned simulations. It assumes that the user has set up the emulation with a good shared-memory topology and tries to duplicate that topology if possible. For example, if the emulation has 8 processes (i.e. SPEEDES nodes) and each compute node has 4 CPUs, then a good configuration would be to split the emulation across two compute nodes with 4 processes on each. Then, if the user requests a predictive simulation, the system will try to find 8 CPUs with the same topology: 4 on one compute node and 4 on another. If the system cannot find a set of CPUs with the desired topology, it attempts to find a set with a “good” topology. Basically, this means minimizing the number of compute nodes over which the requisite CPUs are distributed. 

A special file named InitialResources.par is needed by the system so that it “knows” how many CPUs it can use, and where they are located (the ID of the compute node where each CPU resides). The following is an example InitialResources.par file.

	AvailableCPUs {

  ComputeNode0 {       // Compute node name

    int CompNodeID 110 // ID of compute node

    int NumCPUs 8      // 8 cpus on compute node "ComputeNode0"

  }

  ComputeNode1 {       // Compute node name

    int CompNodeID 111 // ID of compute node

    int NumCPUs 16     // 16 cpus on compute node "ComputeNode1"

  }

  ComputeNode2 {       // Compute node name

    int CompNodeID 112 // ID of compute node

    int NumCPUs 32     // 32 cpus on compute node "ComputeNode2"

  }

  ComputeNode3 {       // Compute node name

    int CompNodeID 113 // ID of compute node

    int NumCPUs 20     // 20 cpus on compute node "ComputeNode3"

  }

  ComputeNode4 {       // Compute node name

    int CompNodeID 114 // ID of compute node

    int NumCPUs 32     // 32 cpus on compute node "ComputeNode4"

  }

}




Example InitialResources.par File

Notes on the InitialResources.par file
1) Currently the file contains only one section (AvailableCPUs, to define and manage CPUs allocated to the task), but others could be added in future versions to manage other resources.

2) Like C++, comments begin with // and continue to the end of the line.

3) The CPU section must begin with the keyword AvailableCPUs followed by an open brace ({); it ends with a close brace (}).

4) The AvailableCPUs section contains one or more compute node items.

5) A compute node item begins with an arbitrary name followed by an open brace ({) and ends with a close brace (}). Legal names begin with a letter and can contain letters (A-Z and a-z), digits (0-9), the underscore character (“_”) and the period (“.”). Names should not exceed 40 characters.

6) Each compute node item contains two integer elements: int CompNodeID and int NumCPUs. The CompNodeID element is the ID of the compute node on which available CPUs are located. On Beowulf systems, this is the ID returned from bproc_currnode() and used by bproc_rfork(int compNodeID). On the SGI (and others), use the host ID (see gethostid()man page). On UNIX systems, the host ID can be gotten by running the hostid command in a shell.

The NumCPUs element denotes the number of CPUs on the designated compute node available to your system. In the example above, the hypothetical multiprocessor has 32 CPUs per compute node and we requested 108 CPUs for our task. The batch system assigned us two “full” compute nodes (all 32 CPUs) and three partial ones (with 8, 16 and 20 CPUs). This is probably not a typical situation, but has been used to show that the number of available CPUs per compute node need not be constant.

7) The compute node name is arbitrary since the system doesn't even use the string (except for localhost—see below). It is there simply because the syntax of .par files requires that the compute node items have a name.

8) For convenience, there is a special compute node name, localhost. It is similar to other compute node items, except that it has the special name localhost to denote the compute node on which the code is running. An example is shown below:

localhost { // local compute node we're currently on
  int CompNodeID -1 // IGNORED BY SYSTEM!
  int NumCPUs 50    // 50 cpus available on localhost
}

The above says that there are 50 CPUs available on the machine on which the current program is running. The system will automatically look up the compute node ID, so it is not necessary to provide it (or, as above, use -1 since the system ignores the CompNodeID element of a localhost item).

You may be wondering what purpose this serves. We have test programs that we move to various machines. Using a localhost compute node item makes these tests portable: by allowing InitialResources.par to conform to the current platform, there is no need to change this file when running on a different machine.
When the system runs, it launches a separate program called the Resource Allocator (RA) to keep track of available CPUs. The RA reads the InitialResources.par file and stores the information in data structures. When it reads the localhost item above, it stores data saying that the system has 50 CPUs to work with on the current machine. This need not be true, since the system has no way to check the accuracy of the file (if it could, there would be no need for the file in the first place). Thus, you can “trick” the system into believing it has more CPUs than are actually there. For example, we have used a localhost item in one test system to make the system record that it had 800 available CPUs. This was done on a dual-CPU workstation to ensure that the system would never think it had run out of available CPUs (and therefore refuse to run a requested simulation). Instead, it would always execute requested simulations, possibly causing heavy loads on the dual-CPU machine, but that was not an important concern. Our intent was to verify that various features worked as expected, not to create a high-performance system. When the time comes to maximize performance, we'll build a system for that purpose and run it on an HPC in a batch job with many CPUs allocated to it (of course, InitialResources.par will have to be altered to reflect the actual number and distribution of available CPUs). In that situation, the RA spreads the workload by placing one process on a CPU at a time. As each process finishes, the RA is notified. In this way, it keeps track of which CPUs are free and which ones are occupied. By carefully distributing the work, the RA avoids bottlenecks caused by overloaded CPUs. This is a vital factor in achieving good performance. A SPEEDES simulation cannot run any faster than its slowest node. Thus, if just one SPEEDES node runs on a CPU overburdened with many processes, the entire simulation will be forced to crawl along at the rate of this node. This illustrates why we need to carefully distribute the workload generated by the system.

One additional note on the InitialResources.par file: the CPUs listed in this file are those allocated for the emulation, its SpeedesServer, the RA and spawned simulations (predictive simulations and COA evaluations), each of which comes with its own SpeedesServer (this is used to establish communications links and to allow the user to connect an external module to any simulation). Thus, if the emulation contains 8 SPEEDES nodes, each spawned simulation will occupy 9 CPUs—one for each SPEEDES node and one for the accompanying SpeedesServer. When the simulation completes, these 9 processes disappear, and the RA returns the 9 CPUs back into its inventory. The InitialResources.par file should list all CPUs allocated for the purposes described above. After the RA reads the file, it deducts from its inventory the CPUs already in use: including CPUs occupied by the n processes of the emulation, the emulation's SpeedesServer and the RA. Thus, in the example above, the RA would remove 10 CPUs from its inventory: 8 for the SPEEDES nodes, 1 for the emulation's SpeedesServer and 1 for the RA itself. Therefore, if you had 100 CPUs allocated, there would be 90 remaining on which to run simulations.

Please note that the RA does not manage CPUs used by the main system interface or any other external modules you might attach to spawned simulations. These should be run on a separate set of CPUs reserved for this purpose; the user is responsible for load balancing and making sure old processes are removed. There are two reasons for this design decision. First, some multiprocessors have a separate set of CPUs (or a group of attached workstations) specifically intended to be used as interface machines. Since these are not general-purpose CPUs, they cannot be used and managed like the other CPUs from InitialResources.par. Thus, the RA cannot do this, so the task is left to the user. Also, since the user initiates and destroys external module programs, the system does not control these processes, so it is problematic for the RA to attempt to control the associated CPUs.

2.3.3    How Many CPUs Does the System Use?
The system uses a simple form or load balancing; it gives each process its own CPU to run on. To use resources effectively, it is necessary to be aware of the number of CPUs that the system is using. To begin with, the emulation takes one CPU per SPEEDES node. Also, the emulation runs a SpeedesServer and a ResourceMgr process, thus occupying two more CPUs. These CPUs are in use for the lifetime of the system, so they are subtracted from the initial set of CPUs (as listed in InitialResources.par). For example, if your emulation has 8 nodes, then 10 CPUs will be occupied by the emulation, SpeedesServer and ResourceMgr. Thus, if you’re starting with 128 CPUs, the system subtracts 10, leaving a remainder of 118 CPUs to work with for predictive simulations and COA evaluations.
Each generated simulation (predictive simulation or COA evaluation) copies the emulation nodes and creates its own SpeedesServer. Thus, if the emulation has 8 nodes, each simulation generated by the system occupies 9 CPUs. If our system has 118 CPUs to work with, we could run a maximum of 13 COA evaluations in parallel (since 9 × 13 = 117 CPUs). Note that as each simulation completes, the CPUs are released and made available for use by another simulation. 
3.0    SPEEDES-BASED SIMULATION
3.1    Overview
The Dynamic Simulation Framework (DSF) is a framework or “toolkit” designed to provide the means to build systems that run SPEEDES-based simulations in real time. So the starting point is a SPEEDES-based simulation that simulates a phenomenon or system of interest and is capable of providing useful information. By this we mean that the simulation models aspects of the phenomenon or system with a reasonable degree of fidelity. This, of course, is rather vague, and the specter of simulation unreliability haunts all attempts to analyze complex systems with simulations. The analyst should never lose sight of this possibility. Nevertheless, we firmly believe that it is possible to use computer simulation to successfully model aspects of even sophisticated, complex and subtle phenomena/systems. This does not mean that the computed results are accurate to the tenth significant digit or that they are 100% reliable; obviously not. Nevertheless, even in the worst cases, it is possible to build simulations whose results tend to be “in the ballpark” most of the time. This is useful information. And with experience, these simulations can be improved to produce more accurate results more often.
This issue is particularly relevant considering the fact that DSF has been developed to assist the United States Air Force to improve its “predictive battlespace awareness” (PBA). This implies the existence of a wargaming simulation capable of producing useful information. The inherent unpredictability of war brings this premise into question. However, given Metron’s experience with its Naval Simulation System (NSS), we feel confident that it is possible to obtain meaningful results simulating even with this most difficult of phenomena. Other systems, such as a power plant or manufacturing process, might prove to be easier to simulate, but our focus will be on military simulations. 
3.2    what is speedes?

SPEEDES (an acronym for Synchronous Parallel Environment for Emulation and Discrete-Event Simulation) is a framework for building parallel discrete-event simulations. Here “parallel” refers to the fact that the simulation is spread over two or more CPUs that run simultaneously. “Discrete event” simulations are comprised of a set of objects (in SPEEDES, C++ objects) and a series of events that act on exactly one object at an instantaneous moment in time. By following a small number of rules and using the classes, macros, etc. provided by SPEEDES, one can create a discrete event simulation that is distributed over multiple CPUs. SPEEDES manages the communications and coordinates the activities among the CPUs. By dividing up the work among n CPUs, we hope to complete the simulation much faster. One might think of this happening n times as fast as with one CPU (“perfect speed-up”), but this is rarely the case. Depending on the simulation, there is certain maximum amount of parallelism possible: if, for example, event Y depends on the results of event X, X and Y are inherently sequential and cannot be executed in parallel on separate processors. This, and the fact that there is communications overhead, limits the maximum possible speed-up available in each specific simulation execution. Nevertheless, one can generally achieve significant performance improvements using SPEEDES to distribute a simulation over multiple CPUs (relative to running it on a single CPU). This is one of the reasons for basing DSF on SPEEDES: by running multiple parallel simulations, we hope to exploit the massive computing power provided by modern multiprocessors to perform the work as quickly as possible. Given that current multiprocessors have thousands of CPUs and future ones will likely have tens or hundreds of thousands of CPUs, there is a serious question about how to keep all those CPUs busy with productive work. 
Another reason for using SPEEDES as the basis for DSF is that it comes equipped with a large library of utilities, and provides a good environment in which to build simulations. For questions about how to build parallel simulations using SPEEDES (and for documentation on SPEEDES software), please refer to the SPEEDES User’s Guide. Also, Metron can provide a good PowerPoint tutorial for beginners.

3.3    simulation dual functionality

Although we mentioned this in the introduction, please note that the simulation on which the system will be built must serve as both the emulation and as a simulation for doing COA evaluations and predictions. In the former case, it runs slowly (at wall clock speed) and acts mostly as a repository of input reports, mirroring the real world to the extent known. In the latter case, it runs as fast as possible, modeling the future course of events, beginning with the current state of the world as represented by the emulation. Since it begins as a copy (or “clone”) of the emulation, you see that it must be the same executable as the emulation. One way to think about this is to imagine that the simulation has two “modes,” one to allow it to act as an emulation and another to allow it to act as a normal simulation. We mention this here again because this notion of dual functionality seems to generate much confusion. There will be more on this topic in the section on the emulation.
3.4    Differences from normal SPEedes simulations

Building a simulation for a Dynamic Simulation System (DSS) is almost identical to building a normal SPEEDES simulation, but there are a few minor differences. One such difference is the “dual functionality” issue described above. Others include new procedures/requirements and some new capabilities provided by DSF software. For example, DSF allows the simulations to clone themselves and initiate a COA evaluation. This “branching off” can be done at any point in the execution of the simulation to efficiently examine “what-if” possibilities. Other distinctions are described below.

3.4.1    Building DSF Libraries
Like SPEEDES, the first step in building a DSS simulation is to build a set of libraries and a small number of programs (such as the SpeedesServer). These libraries and executables provide the capabilities needed to by the simulation. To build these libraries and programs, type the following make command in the main directory (called delivery/, it contains the Copyright file and a src/ subdirectory):

make debug clone
The clone target name was chosen because “cloning” (that is, copying) a running simulation is a key part of the DSF package. The above includes debugger information for use during development. To exclude this extra baggage (e.g. for a finalized system), just remove the debug target as follows:

make clone

On Beowulf clusters, it is necessary to define the BEOWULF symbol (to compile in Beowulf-specific code). This can be done by adding an extra compile option as follows: 

make debug clone EXTRA_CC_OPTIONS=-DBEOWULF
Or, if the debugger information is not needed, use the following make command:

make clone EXTRA_CC_OPTIONS=-DBEOWULF
3.4.2    Specifying the Server Directory
As indicated above, the make process creates executables in addition to libraries. In particular, it creates two “server” programs, the SpeedesServer and the ResourceMgr. The former handles socket communications and provides an interface for connecting an external module to a simulation. The latter (i.e. the “Resource Manager”) is used by a DSS to manage CPUs (and possibly other resources in later versions). It keeps track of how many CPUs are available, how many are in use, and how they are distributed over compute nodes. This program balances the workload and maximizes shared memory communications (since shared memory is much faster than TCP/IP sockets).
If you build a DSS, the system will need to run the aforementioned programs (a single instance of the ResourceMgr, and one instance of SpeedesServer per simulation). To do this, it needs to know where to find these executables. Therefore, you must provide the path to the directory containing these two programs (both must be in the same directory). This is done using the SpServerDir item in the CloneData section of the speedes.par input file:
	CloneData {

  string SpServerDir /DSF/delivery/exe/ArchitectureDirs/Linux

}



CloneData Section of speedes.par
The CloneData section is intended to hold DSF-related items. Currently, it only contains the SpServerDir item (a string type), but may be augmented with other items in the future. Conceptually, speeedes.par is an unordered set of items. Thus, the CloneData section can be placed anywhere in speedes.par except within another section. Also, the above path is just an example. One reason for this input is that some users like to install such things in “standard” locations, such as /usr/bin or /usr/bin/speedes, etc. If this item is not present, the system will check the environment variable SpServerDir.
3.4.3    Simulation Identifiers

Another distinction between ordinary SPEEDES simulations and DSF simulations is the fact that the latter have various global functions to help identify which simulation is running. This is not a problem with the former: since there is only one simulation running, there is no immediate need to figure out which one it is (although, if one runs a number of different scenarios, a scheme is needed to identify the output files of each). On the other hand, DSF simulations can branch off clones in a manner similar to the UNIX fork() call; and like fork(), the code needs a way of determining if it is the parent or child simulation. Also, since the system could spawn many COA evaluations (and predictive simulations), we need a way of labeling the MOE reports so we can identify which simulation produced each report. There are two items provided for this purpose: a simulation name (a character string) and an integer simulation ID. The latter is generated by the system and is guaranteed to be unique. The former can either be provided by the user or auto-generated by the system. The name is intended to be more descriptive than the integer ID, but is not guaranteed to be unique. Obviously, if the user names the simulation we cannot guarantee that it is unique (although, of course the user should make every effort to create unique simulation names). If the user does not provide a simulation name, the system generates one based on the simulation type and the simulation start time. For example, a predictive simulation starting at time 238.4 would be given the name “PredictiveSim_StartAt_238.40”; a COA evaluation beginning at time 1234.0 would get the name “EvaluateCOA_StartAt_1234.00”.  Since it is possible to start multiple simulations at the same time, these names will not necessarily be unique. Also, since the times are rounded to hundredths of seconds, the system will not distinguish between simulations whose start times are the same when rounded (e.g. COA evaluations with start times of 112.3758 and 112.381 both round to 112.38 and therefore both get the name “EvaluateCOA_StartAt_112.38”). Thus, all clone simulations have a name. The original, “root” simulation (i.e. the emulation) does not have a name; by this, we mean its name is a NULL pointer. This is one way of distinguishing the emulation from a clone.

The global function int SpGetSimId() returns the unique integer ID of the current simulation. The global function const char *SpGetSimName() returns the name of the current simulation. Both declarations reside in file SpGlobalFunctions.H and are illustrated in the following program.

	#include <iostream>

#include “SpGlobalFunctions.H”

int main() {

  int simId = SpGetSimId();

  const char *simName = SpGetSimName();

  std::cout << “Sim ID#” << simId << “ has name: “
            << simName << std::endl;

}


Using Simulation Name and ID
Identification Macros

There are two boolean macros provided in SpProc.H to help identify the simulation/emulation in which an event is executing. These are as follows:
a) IS_ORIG_SIM(): returns true if the current simulation is the “root” simulation (i.e. the emulation, and false otherwise.

b) IS_SIM_NAME(name): returns true if the current simulation name is the same as the name argument; otherwise it returns false. This works by doing a string compare between the current simulation name and the name argument.
3.4.4    Clone Level

The DSF software allows the user to clone off the emulation, to clone from a clone based on the emulation, or clone off of any clone (so long as there are resources available to do this). One can represent any set of clone simulations as tree whose root is the emulation and whose nodes represent the cloned simulation executions. DSF keeps track of the “level” of each simulation as follows: the emulation has level 0; any clone of the emulation has level 1; a clone a clone of the emulation has level 2. In general, a clone of a simulation at level k has a clone level of k+1. This is analogous to the depth of a node in a tree: the root has depth 0, child nodes of the root have depth 1, etc. The current clone level can be accessed with the global function int SpGetCloneLevel(). This is also declared in file SpGlobalFunctions.H.
3.4.5    Cloning From Within a Simulation
Another key difference between an ordinary SPEEDES simulation and a DSF simulation is that the latter has the ability to clone a copy of itself. At first, this capability was only available to an external interface, the idea being that a user sitting at a console would formulate a COA and request that the system clone a copy of the emulation, insert the COA-defining data into the clone, and simulate as fast as possible to perform the evaluation. Later, we provided internal interfaces so that the COA evaluation itself could “decide” to branch off a subsidiary COA evaluation (this branching can continue as long as there are CPUs available to run the clones). Why would one do this? A simple example illustrates the purpose of this capability. Consider a simulation that evaluates a plan in which the “Blue” side attacks the “Red” side. Assume that the engagement reaches a key decision point in which Red has two good defensive plans, P1 and P2. Instead of forcing the system to choose one or the other, it could evaluate what happens in both cases. This is accomplished by setting Red’s plan to P1 in the simulation and then branching off a clone that changes Red’s plan to P2. Using this technique, we get to simulate how the attack fares against both of Red’s defensive responses. 
There are three ways to initiate a clone from within a simulation; one is a global function and the other two are macros. One of the macros works with the process model, while the other invokes the function, adding another feature for convenience.
3.4.6    The spspawn Function 

The SpSpawn function creates a copy of the current simulation at a specified start time that runs to a specified end time (the original simulation is called the “parent” and the copy is called the “clone” or the “child”). Since the child simulation is identical to the parent, one must schedule an event in the child to make it differ from the parent. In the example described above (in which we evaluate what happens if Red defends using plan P2), we would schedule an event to set Red’s plan to P2. This event would be scheduled to occur after the branch and would only affect the child simulation. For example, if the branch is scheduled for time 400.0, we might schedule event SetRedPlan for time 401.0. But since the event occurs in both the parent and the child, it needs to distinguish between the two, and only change the plan in the child. In pseudo-code, event SetRedPlan looks like the following:
SetRedPlan(newPlan) {

  if (In_child_sim()) { // this is the child simulation
     RedPlan = newPlan;

  }

}

As vaguely shown above, we can schedule a function that only changes the child simulation (we will describe various ways of distinguishing child from parent). In this way, we can make the child simulate a different scenario than the parent. For simplicity, we scheduled SetRedPlan to be 1.0 seconds after the branch. If necessary, we can schedule the event arbitrarily close to the branch time: e.g. we could have scheduled SetRedPlan at time 400.0, but with a SpSimTime priority member set so that SetRedPlan occurs immediately after the branch event (see SPEEDES User’s Guide for a description of the SpSimTime class). As a general technique, one can schedule an “initialization event” to execute immediately after the branch. This event schedules one or more other events to alter the child simulation as desired; in pseudo-code, it looks like the following:
InitChildSim(…) {

  if (In_child_sim()) { // this is the child simulation
     ScheduleChildEvents();

  }

}

The SpSpawn function is declared in SpSchedule.H; its interface is as follows:
SpSpawnHandle SpSpawn(const SpSimTime &beginSim,


           const SpSimTime &endSim,



           char *simName = NULL,



           int numExtModsToWaitFor = 0,


SpCancelHandle spawnInitCancelHandle =                  SpCancelHandle());
Notes:
1) beginSim parameter: the simulation time to create the clone and begin simulating.
2) endSim parameter: the simulation time the clone ends its simulation.
3) simName parameter: a descriptive name given to the clone to help identify it.
4) numExtModsToWaitFor parameter: this denotes the number of external modules the child simulation should wait for before advancing. If you wish to connect an external module to a clone simulation, you’ll generally want the simulation to wait for the external module to connect before charging ahead (in extreme cases, a simulation can finish before an external module can connect to it). In this case, pass a value of 1 as the numExtModsToWaitFor parameter. Occasionally it is useful to have two or more external modules attached to a simulation. Pass in a value of 2 or more, corresponding to the number of external modules.
Important Note: this parameter simply makes the child wait for the first n external modules to connect. For example, if numExtModsToWaitFor is 3 and you connect 5 external modules, the simulation will proceed after the first 3 connect to the clone’s SpeedesServer. Also, the system inserts a simulation time “barrier” for each external module. To get past this barrier, each of the first 3 external modules must advance time past the time of the clone (e.g. using SpStateMgr method GoToTime or TimeAdvanceRequest). If even one of the 3 fails to do this, GVT will never get past this barrier, and the clone will stall.
5) spawnInitCancelHandle parameter: a typical practice is to first schedule an initialization event that will execute immediately after the clone is created and will alter the clone to simulate a different COA. This optional parameter is the cancel handle corresponding to such an event. If provided, this cancel handle is stored in the return value so that the SpSpawnHandle object can cancel the entire operation with a single method (CancelSpawn): i.e. it cancels both the clone event and the clone initialization event.
6) Return value: this SpSpawnHandle object allows the user to determine if the current simulation is the parent or child simulation, get the parent’s simulation ID or cancel the entire operation (if caught in time). See the section documenting the SpSpawnHandle class.
3.4.7    The SpSpawnHandle Class
As shown above, the SpSpawn function returns an SpSpawnHandle object. This class is declared in the SpSpawnHandle.H header file. Like the UNIX fork() function—which creates a “child” copy of the current process—we need a way of determining if the code is executing in the parent or child after calling the SpSpawn function. That is one of the capabilities of SpSpawnHandle. Another is the ability to cancel a pending clone operation (if caught in time). The following items describe the SpSpawnHandle capabilities: 
1) bool IsParent() method: returns true when called in the parent simulation and false when called in the child simulation.
2) bool IsChild() method: returns true when called in the child simulation and false when called in the parent simulation.

3) int GetParentId() method: returns the simulation ID of the parent simulation.
4) void CancelSpawn() method: if called before the child simulation has been created, this cancels the spawn operation. If given the cancel handle of the initialization event, CancelSpawn will also cancel this event. By canceling both events, this method nullifies the entire spawn operation.
3.4.8    The spawn Macro 

The SPAWN macro (declared in SpSchedule.H) calls the SpSpawn function and schedules an initialization event to occur immediately after the clone is created. As discussed above, the intent of the initialization event is to alter the child so that it simulates a different COA than the parent. The SPAWN macro interface is as follows:
SPAWN(start, end, cloneName, numExtModsToWaitFor, initEvent,
      objHandle)
Notes:
1) start parameter: the simulation time to create the clone and start simulating. This parameter should be a double or SpSimTime. The time at which the initialization event is scheduled is the same as the start parameter, except with the Priority2 member incremented so that it occurs immediately after the clone has been created.
2) end parameter: the simulation time the clone ends its simulation. This parameter should be a double or SpSimTime.
3) cloneName parameter: a descriptive name given to the clone to help identify it. This parameter should be a character string (char*).
4) numExtModsToWaitFor parameter: the number of external modules the clone should wait for before advancing. This should be an integer.
Important Note: this parameter simply makes the child wait for the first n external modules to connect. For example, if numExtModsToWaitFor is 3 and you connect 5 external modules, the simulation will proceed after the first 3 connect to the clone’s SpeedesServer. Also, the system inserts a simulation time “barrier” for each external module. To get past this barrier, each of the first 3 external modules must advance time past the time of the clone (e.g. using SpStateMgr method GoToTime or TimeAdvanceRequest). If even one of the 3 fails to do this, GVT will never get past this barrier, and the clone will stall.
5) initEvent parameter: the name of the initialization event (not quoted and not a character string). This is the event name passed to the SPEEDES DEFINE_SIMOBJ_EVENT_1_ARG() macro (for example). The SPAWN macro simply pastes the event name after SCHEDULE_ to create the code that schedules the event. For example, if the initEvent argument is COA14, the macro generates code like the following:
SCHEDULE_COA14(initTime, objHdl, spawnHdl) where spawnHdl is the SpSpawnHandle corresponding to the SpSpawn call. It is passed as the only argument to the initialization event, which therefore must have the appropriate signature, like the following, for example:

void COA14(SpSpawnHandle spawnHandle);

This parameter is intended to be used by the initialization event to determine if it is executing in the child or the parent simulation:

void COA14(SpSpawnHandle spawnHandle) {
  if (spawnHandle.IsChild()) {
    // COA14 changes and/or schedule events
  }
  else { // this the parent sim
    // Do parent code, if any
  }

}

6) objHandle parameter: a SPEEDES object handle (SpObjHandle) designating the object on which the initialization event will be scheduled.
7) Clone cancellation: note that the SPAWN macro does not provide any way to cancel a scheduled clone operation (since it does not return an SpSpawnHandle object, which is the means for doing this).
3.4.9    The P_spawn Macro

The third way to clone a simulation is with the P_SPAWN macro, which is part of the SPEEDES process model. The process model provides a different (and often more convenient) way of coding your simulation. It is implemented with a series of macros, some of which allow you to program as if the process event extends over an interval of time—as opposed to the assumption that events occur instantaneously. For example, the WAIT_UNTIL macro makes the process wait until the given simulation time (see the SPEEDES User’s Guide for more information on the process model). Similarly, the P_SPAWN macro waits until the given time when it spawns a clone. Its interface is as follows:
P_SPAWN(label, start, end, cloneName, numExtModsToWaitFor,

        spawnHandle)
Notes:
1) label parameter: this is a unique process model reentry label (as used by the WAIT macro, for example). Reentry labels are simply integers in the range 1 – num_labels, where num_labels is the number of labels declared in the P_BEGIN() macro. Please consult the SPEEDES User’s Guide for information about process model reentry labels.
2) start parameter: the simulation time to create the clone and start simulating. This parameter should be a double or SpSimTime. 
3) end parameter: the simulation time the clone ends its simulation. This parameter should be a double or SpSimTime.

4) cloneName parameter: a descriptive name given to the clone to help identify it. This parameter should be a character string (char*).

5) numExtModsToWaitFor parameter: the number of external modules the clone should wait for before advancing. This should be an integer.
Important Note: this parameter simply makes the child wait for the first n external modules to connect. For example, if numExtModsToWaitFor is 3 and you connect 5 external modules, the simulation will proceed after the first 3 connect to the clone’s SpeedesServer. Also, the system inserts a simulation time “barrier” for each external module. To get past this barrier, each of the first 3 external modules must advance time past the time of the clone (e.g. using SpStateMgr method GoToTime or TimeAdvanceRequest). If even one of the 3 fails to do this, GVT will never get past this barrier, and the clone will stall.

6) spawnHandle parameter: this is an OUT parameter returning the SpSpawnHandle object resulting from the spawn operation (i.e. similar to the return value from SpSpawn). This parameter should be an SpSpawnHandle object; it can be used in subsequent code to distinguish the child from the parent simulation. See the example below.
	void S_MyObj::SpawnCloneFromProcess() {

  P_VAR;
  P_LV(SpSpawnHandle, spHdl); // create SpSpawnHandle var spHdl
  P_BEGIN(1);  // declare 1 reentry label
  if (SpGetSimName() == NULL) { // only emulation should clone

    // P_SPAWN has reentry label of 1 below.
    // Spawn clone at t=100.0, ending at t=700.0 with name

    // “Clone 2”; don’t wait for any external modules; spHdl

    // is an OUT parameter:
    P_SPAWN(1, 100.0, 700.0, "Clone 2", 0, spHdl);
    if (spHdl.IsParent()) { // use SpSpawnHandle var

 RB_cout << "Parent sim: Clone 2 spawned" << endl;

    }

    else { // child sim

 RB_cout << “Child sim: “ << SpGetSimName() 

               << " clone is running!” << endl;

    }
  }

  P_END;

}


Using the P_SPAWN Macro
4.0    The emulation
4.1    Introduction
We coined the term “emulation” to denote a simulation that runs at wall clock speed, continually accepting and integrating reports so that it “mirrors” or “emulates” the relevant state of the real world. This is the key to being able to execute simulations in real time: the fact that the emulation maintains a current simulated version of the real world provides the starting point from which simulations can be launched. This is done by copying the state of the emulation onto a set of free CPUs (a process we call “cloning”), simulating as fast as possible to a specified end time, and returning results. To evaluate a COA, information is inserted into the clone before it starts running. This COA-defining information comes in the form of one or more events scheduled on simulation objects. For example, by scheduling events on several assets, ordering each to attack a target, we can simulate a specific attack plan.
4.2    integrating reports into the emulation

The emulation is basically just a simulated mirror image of the state of the real world (to the extent this is known). This “mirroring” is accomplished by constantly inserting reports into the emulation state. This means that your system must “know” how to integrate all possible reports that can arrive at the system interface. There are three broad types of changes that can be made to the emulation state:
1) Altering the state of an existing object (or objects),

2) Creating a new simulation object (or objects), or

3) Removing an existing simulation object (or objects).

To alter the state of a simulation object, the system interface simply schedules an event on the object. Since the system interface is an external module, this can be done without too much difficulty. The difficult part is anticipating all possible changes and creating events that can implement them. Examples include: changing the location, status or damage state of assets; turning sensors on or off; receiving detection reports, and launching missiles or firing weapons.
Dynamically creating a new simulation object from the system interface is accomplished by calling a special function created by a macro (this mechanism is described in the chapter on the system interface). Once again, the challenge comes in anticipating all possible reports that could require creating a new simulation object. One obvious question is what reality is reflected in having a simulation object suddenly “pop” into existence. Obviously, this does not happen in the real world. One simple answer has to do with the imperfect nature of knowledge. For example, given ISR reports, we may have a pretty good idea of the types and locations of enemy assets, but we almost never know such things with 100% certainty. Thus, there could be enemy assets that we don’t know about. If such assets are discovered, we need to add them to the emulation state. To do this, we will create new simulation objects that suddenly appear in the emulation. Although this causes a “discontinuity” in the emulation state, this should not create problems since the emulation is primarily just a repository of state information. If an impossible state is generated (e.g. two objects occupying the exact same location at the same time, a ship object located in the middle of a land mass, etc.), this is probably the result of contradictory information being reported to the system. Given the “fog of war,” such situations may not be that unusual. In some cases, the system may be able to deal with this kind of inconsistency. In others, human intervention may be required to restore a consistent common operating picture.
Like dynamic creation, dynamically removing a simulation object from the system interface is accomplished by calling a special function created by a macro (this mechanism is described in the chapter on the system interface). Once again, the challenge comes in anticipating all possible reports that could require deleting a simulation object. One example is when an object is completely destroyed (e.g. by bombing); as far as the emulation is concerned, that object cannot affect anything and therefore can be deleted.
4.3    Running in emulation mode
As described above, the cloning procedure literally copies the emulation processes and stitches them together with new communications links to form the clone simulation. Thus, the exact same executable that acted as the emulation must also be able to act as a simulation that runs as fast as possible. One way of doing this is for the software to have two modes—an “emulation mode” and a “simulation mode.” What’s the difference? To begin with, simulation time is tied to the “wall clock” in the emulation, so it plods along at the same rate as the second hand on your watch. Conversely, a predictive or COA simulation runs as fast as the system allows, thus generating our results as soon as possible. More importantly, each mode of operation has a set of allowable actions (i.e. simulation events) it is permitted to perform. These two sets could overlap, but the emulation should primarily act as a passive recipient of reports: it changes, adds and deletes simulation objects so as to integrate real-world reports into its simulation state. Conversely, in “simulation mode,” the simulation models future hypothetical events and does not accept incoming reports. Thus, the set of events could be partitioned into three distinct subsets:
a) Events that only apply to emulation mode,

b) Events that only apply to simulation mode, and

c) Events that apply to both modes.

Code for events in group a) would look something like the following:

if (InEmulationMode()) {
  // Emulation event code here

}

Code for events in group b) would look something like the following:

if (InSimulationMode()) {

  // Simulation event code here

}

Code for events in group c) would not be embedded within either of the above if blocks.
The simulation identifiers described in the previous chapter can be used to determine whether or not code is executing in the emulation, so it’s easy to write function InEmulationMode():
bool InEmulationMode() {
  return( SpGetCloneLevel() == 0 );
}
Since there are only two modes, function InSimulationMode() is simply:

bool InSimulationMode() { return( !InEmulationMode() );
4.3.1    Does the emulation simulate anything?

Thinking about and discussing this question revealed a surprising amount of confusion regarding the distinction between emulating versus simulating. Metron has built military simulations that model ships, aircraft, weapon systems, ground forces, and sensors (among other entities). One of the things these simulations model is the process of sensor detections—for example, whether or not a given radar sensor detects a particular aircraft, if a sonar detects a submarine, etc. Someone raised the question whether the emulation should model detections. This question surprised me and illustrates one example of the possible confusion. To me, the answer is clearly no: since there are actual sensors out in the real world, the emulation should wait for detection reports from that sensor and has no business generating “pseudo detections.” The emulation’s task is to reflect reality to the extent it is known, not to try and model what reality might be. Thus, in general, the emulation should be thought of as a passive repository that accepts and integrates real-world reports into a computerized state ready for simulation.
The more general question is whether the emulation should simulate anything. After pondering this question for quite some time, I can imagine cases in which the emulation could in fact simulate certain aspects of the situation. For example, a ship could send a report describing its motion track for the next 48 hours. In that case, the emulation could assume that the ship will follow that track and could update the ship’s position accordingly, thus “modeling” the ship’s motion. It would continue to do this until it received a report stating that the ship has altered its motion plan. Another example deals with sensor modeling. Assume that an object reports that it is moving along a specific track and will arrive at location L0 at time t0, at which time it will turn on its sensor for h hours. Assuming this is true, the emulation could move the simulation object to L0 at t0 and compute the extent of sensor coverage. This information could be used by a simulation launched after t0 and before t0 + h. Assume further that for the interval during which the sensor was on that there were no detections. This information could be used by the emulation to compute probabilities about the location enemy objects—which in turn could be used by simulations launched after t0 + h.
Reviewing the examples in the previous paragraph, one reaches a philosophical place where one questions what it means to “simulate” something. Consider the example in which the system gets a report precisely describing the motion of a ship over the next 48 hours. If that information is used to compute the location of the ship at a specific time, have we actually “simulated” anything? One could argue that we have not: the ship’s motion track is simply part of the simulation state, and using this to pinpoint the ship at any given time is merely drawing a simple inference based on the simulation state. That is, it is simply adding detail to the simulation state, not actually “simulating” anything. A similar point could be made about the sensor example. If we know the location of the sensor when it is turned on, we can compute the region over which it has coverage (approximately, at least). This also looks a lot like an elaboration of the state data. Finally, with regard to computing a probability map based on the sensor’s location, coverage and the fact that it did not get any detections: one could interpret this as a “fleshing out” of existing state information using sophisticated mathematical inference. Once again, is this simulation or simply adding detail to the simulation state?
Contrast these examples with the idea of simulating the engagement of a large set of Blue forces versus a large set of Red forces. This seems to be of an entirely different order than locating a ship’s position based on an exact motion plan—and more closely aligned with what is normally thought of as “simulation.” There is a sense in which even a complex engagement can be thought of as “merely” the playing-out or elaboration of the simulation state just prior to the engagement, but this seems qualitatively different than modeling sensor coverage or computing a probability map based on sensor information. Therefore, to my mind, the emulation is best thought of as simply a repository of state information, and not as a simulation. This is not a hard and fast rule (especially considering the philosophical “gray area” between state information and simulation), and there may be good examples that have not been considered in which an emulation performs actual simulation.
5.0    system interface 
5.1    introduction
The DSF package provides the tools for building interfaces for your dynamic simulation system. These can be very basic or arbitrarily fancy and elaborate. The foundation upon which all this is built is the SPEEDES external module—a separate program attached to a SPEEDES simulation that provides a “window” into the simulation and some control over it. New functionality has been added to the basic external module to allow one to request simulations, receive status messages about these simulations, add or delete simulation objects and other capabilities.
Although external modules can be attached to any simulation spawned by the system, the one (or more) attached to the emulation is distinguished from the others in various ways and is therefore designated the Master System Interface (MSI). For one thing, it is attached to the emulation, the root simulation in the tree of all generated simulations. This gives it special status. The emulation starts before all other simulations and should outlast them all. Finally, the emulation is the only simulation receiving real-world reports (although it is theoretically possible to route real-world reports into a predictive or COA simulation, this is likely to cause serious rollbacks, causing the simulation to become so slow as to be impractical). The “basic” system consists of three elements: the emulation, a SpeedesServer and an external interface. The latter element is the main interface and therefore we call it the Master System Interface (MSI).
5.2    Master system interface (Msi)
The MSI consists of one or more external modules attached to the emulation. Its main duties are to provide a “gateway” through which real-world reports can be inserted into the emulation, to allow the user to launch predictive simulations and COA evaluations, and to display what is happening in the emulation and system as a whole. The key to building external modules is the SpStateMgr class. This provides the means for controlling the simulation’s time advance, scheduling events in the simulation, receiving messages from the simulation, etc. To augment this functionality, DSF defines a child class of SpStateMgr called SpEvaluatorStateMgr. It inherits all the capabilities of SpStateMgr and adds others, such as the ability to launch predictive simulations and COA evaluations, among others. These will be described in detail, but first we’ll explain how to integrate real-world reports into the emulation.
5.3    Inserting reports into the emulation
By continually inserting real-world reports into the emulation, we hope to maintain a simulated “mirror image” of the world at all times. By adding new simulation objects, deleting extant ones or altering the state of existing simulation objects, it is possible to make any conceivable alteration to the emulation state. We will describe how to do each of these changes.
5.3.1    Creating New Simulation Objects

The software framework contains a macro-based system for dynamically creating new simulation objects from the MSI (or any other external module). This system is modeled after the “Separate Interface” style of SPEEDES events. It extends the dynamic object creation mechanism so that objects can be created from external modules (see the SPEEDES User’s Guide for background on these two topics). The basic idea is to generate a function that can be called from an external module to create and initialize a new simulation object. This function works by scheduling an event in the simulation that creates a new object and calls a method to initialize it. The external module function is generated by one macro call; the simulation event is implemented by two other macros. This is described in the following five steps. (Note: in the following explanation, items in bold italic font denote variable items that must be replaced by a legitimate value; items in courier font are literals.)

Step 1
Define the interface in a separate file. This file will be included by both the external module code and the simulation code, thus providing the linkage between the two. The user must include SpDefineExternalEvent.H and invoke a macro of the following form:
DEFINE_CREATE_EXTERNAL_EVENT_INTERFACE_numArgs_ARG(eventName,                                                                                                        argTypeList);
where:

numArgs is the number of arguments in the method that will be called to initialize the new object (valid range is 0 through 8);

eventName is any user-defined string to be used as the name of the event (legal characters include letters, digits and underscore);

argTypeList is a comma-separated list of the parameter types in the object-initializing method.

An example macro call is shown below.
DEFINE_CREATE_EXTERNAL_EVENT_INTERFACE_2_ARG(CreateShip,
                                             int, double);
In the above example, the DEFINE_CREATE_EXTERNAL_EVENT_INTERFACE_2_ARG macro defines an interface for a CreateShip event that will call a two-parameter method (whose parameters are of type int and double) to initialize a new Ship object. Step 5 shows the generated function that can be called from an external module to create a new Ship object. For simplicity, we have used built-in types for the two arguments in the above example. Note that any type is acceptable, including a class name defined by the user. This technique is often used to simplify the interface of a function: for example, instead of passing ten arguments to a function, all or much of this data can be contained within a single object, thus streamlining the function interface. Since the above macro allows any types, this technique can be used to clean up the interface of the initialization method.
Step 2
Write the initialization method mentioned in Step 1 (in the simulation). The method’s parameters must match those listed in argTypeList from Step 1. A simple example is shown below (InitShip method):

class Ship {

public:

  int Id; // Ship ID#

  double FuelInGallons;

  // Initialization method (with int, double args):

  void InitShip(int idNum, double galsOfFuel) :

 Id(idNum), FuelInGallons(galsOfFuel) {

  }

};
Step 3
Invoke a macro of the following general form (in the simulation):

DEFINE_CREATE_EXTERNAL_EVENT(eventName, className, methodName,                   numArgs) 
where:

eventName is the same as eventName from Step 1;

className is the class name of the dynamically created object (e.g. Ship);

methodName is the name of the initialization method (e.g. InitShip);

numArgs is the number of arguments needed to call methodName.

This macro creates an event that can be invoked from an external module. Continuing with the Ship example, the following macro is called:

DEFINE_CREATE_EXTERNAL_EVENT(CreateShip, Ship, InitShip, 2);
Step 4
Plug in the external event using the PLUG_IN_EXTERNAL_EVENT(eventName) macro; use the same event name (e.g. CreateShip) as in prior steps.

int main(int argc, char *argv[]) {

  PLUG_IN_SIMOBJ(Ship);

  // …

  PLUG_IN_EXTERNAL_EVENT(CreateShip);

  ExecuteSpeedes(argc, argv);

}

Step 5
From the external module, call a function of the following form (generated by the macro call in Step 1):

SCHEDULE_EVENT_REPLY_MESSAGE*
  EM_SCHEDULE_eventName(SpEmHostUser &emHostUser,

                        const SpSimTime &createTime,

                        SpObjHandle &newObjHandle,

                        argList,

                        dataBuff = NULL,
                        dataBytes = 0,

                        TimeMode tmMode = IF_IN_PAST_IGNORE,
                        int replyRequested = 1);
where:

eventName is the same as eventName from Steps 1, 3 and 4, and

argList is a comma-separated list of parameters to be passed to the deletion method in Step 2.

Notes:

1) The function above (e.g. EM_SCHEDULE_CreateShip)was generated by the macro call from Step 1. It is complicated, but is very flexible (and is intended to have a similar interface to SpEmHostUser::ScheduleEvent).

2) emHostUser parameter: the macro generates code that needs to call ScheduleEvent so it needs the SpEmHostUser object. This object can be gotten from accessor SpEvaluatorStateMgr::GetEmHostUser().

3) createTime parameter: the simulation time when the object is created.

4) newObjHandle parameter: if the replyRequested parameter is non-zero (see below) and the object creation succeeded, this argument will be filled in with the object handle of the new object. Otherwise, it will have the following “garbage” value: SpObjHandle(-1,-1,-1). A valid object handle can be used to schedule events on the new object.
5) argList: the actual function will insert the parameter list for the initialization method. For example, if the initialization method takes an int and a double, argList would be replaced by the following: int arg1, double arg2, and the user would supply arguments with the corresponding types to the function call.
6) dataBuff parameter: as with other SPEEDES events, one is allowed to pass a raw buffer of data into the event. This buffer can be accessed by calling SpGetMsgData() in the object initialization method.

7) dataBytes parameter: size (in bytes) of the dataBuff argument. This value can be accessed by calling SpGetMsgDataBytes() in the object initialization method.

8) tmMode parameter: tells what to do if the event time is less than GVT. The choices are IF_IN_PAST_IGNORE or IF_IN_PAST_SCHEDULE_AT_GVT.
9) replyRequested parameter: if non-zero, the call blocks, awaiting a reply message sent back from the simulation. This message provides two pieces of information: the handle of the new object (returned through the newObjHandle parameter) and the function return value. If the parameter is 0, the function does not wait for a reply, resulting in a NULL return value and “garbage” object handle. Obviously, waiting for a reply takes time, but usually happens quickly.

10) Return value: if the replyRequested argument is non-zero, the function returns a pointer to an object containing an event status code (whether the event executed or failed, and if so, why) and the simulation time of the event. If the replyRequested argument is zero, the function returns a NULL pointer. The user is responsible for deleting the storage. 
Warning: although the returned object contains a cancel handle, this feature has not been implemented and therefore should be ignored.
Continuing with the example from prior steps, we get the following code in an external module to create a new Ship object at time 103.5:

SpEmHostUser *emHostUsr = evalStateMgr.GetEmHostUser();

SpSimTime createTime(103.5); // time to create ship object
SpObjHandle newShipHandle;   // handle of created Ship object
// Buffer to send data, and size of buffer:

const char *dataBuff = “Creating ship #1234”;

dataBytes = strlen(dataBuff) + 1;

int shipID = 12345;          // initializer arg #1
double galsFuel = 4321.77;   // initializer arg #2

// tmMode tells what to do if event time < GVT:
TimeMode tmMode = IF_IN_PAST_SCHEDULE_AT_GVT;
int replyRequested = 1; // wait for handle and reply msg
SCHEDULE_EVENT_REPLY_MESSAGE *evtReplyMsg =
  EM_SCHEDULE_CreateShip(*emHostUser, createTime, newShipHandle,

                         shipID, galsFuel,
                         dataBuff, dataBytes,
                         tmMode, replyRequested);
Notes:

1) The function EM_SCHEDULE_CreateShip was generated by the macro call from Step 1. It is complicated, but is very flexible (and is intended to have a similar interface to SpEmHostUser::ScheduleEvent).
2) emHostUser argument: the macro generates code that needs to call ScheduleEvent so it needs the SpEmHostUser object. Usually, this object can be gotten from SpEvaluatorStateMgr accessor GetEmHostUser().
3) createTime argument: the simulation time at which the new Ship object is created.
4) newShipHandle argument: since we asked for a reply (replyRequested is true), the object handle of the new Ship is returned through this argument. 
5) shipID argument: this argument will be passed to the Ship initializer method (see InitShip in Step 2)).
6) galsFuel argument: this argument will be passed to the Ship initializer method (see InitShip in Step 2)).

7) dataBuff argument: in this case, we’re just sending a character string message, but any type of data can be sent in this buffer (including binary data). This buffer can be accessed by calling SpGetMsgData() in the initializer method.
8) dataBytes argument: size (in bytes) of the dataBuff argument. This value can be accessed by calling SpGetMsgDataBytes() in the initializer method. 
9) tmMode argument: in case the object creation time is before GVT, we want it to be rescheduled to occur at GVT. Since the default is to ignore such events, we had to provide this argument (with value IF_IN_PAST_SCHEDULE_AT_GVT); which means that the creation event, if scheduled before GVT, will be rescheduled at GVT.  The default value is IF_IN_PAST_IGNORE.
10) replyRequested argument: since this argument is 1, the call waits for a reply from the simulation. This message provides the object handle (newShipHandle argument) and the return value. 
11) Return value: since we requested a reply, the function returns a pointer to an object containing an event status code (whether the event executed or failed, and if so, why) and the simulation time of the event. The user is responsible for deleting the storage. 

Warning: although the returned object contains a cancel handle, this feature has not been implemented and therefore should be ignored.
5.3.2    Deleting Simulation Objects

The process of deleting simulation objects is similar to that of creating new simulation objects. The software framework contains a macro-based system for dynamically deleting existing simulation objects from the MSI (or any other external module). The basic idea is to generate a function that can be called from an external module to remove a specific simulation object. This function works by scheduling an event in the simulation that first calls a method on a specified object and then deletes it. The method is called in case there are any tasks that need to be done before the object is deleted; we call this method the “deletion method.” It can have up to eight parameters.
The external module function is generated by one macro call; the simulation event is implemented by two other macros. This is described in the following five steps. (Note: in the following explanation, items in bold italic font denote variable items that must be replaced by a legitimate value; items in courier font are literals.)

Note also that the following procedure is modeled on the SPEEDES “Interface style” of defining events. See the SPEEDES User's Guide for background information about this process.

Step 1
Define the interface in a separate file. This file will be included by both the external module code and the simulation code, thus providing the linkage between the two. The user must include SpDefineExternalEvent.H and invoke a macro of the following form:

DEFINE_DELETE_EXTERNAL_EVENT_INTERFACE_numArgs_ARG(eventName,

                                                   argTypeList);                                                                                         
where:

numArgs is the number of arguments in the deletion method that will be called just before the object is deleted (valid range is 0 through 8);

eventName is any user-defined string to be used as the name of the event (legal characters include letters, digits and underscore);

argTypeList is a comma-separated list of the types of arguments to be passed to the object deletion function.

An example macro call is shown below.

DEFINE_DELETE_EXTERNAL_EVENT_INTERFACE_1_ARG(DeleteShipEvent,

                                             int);

In the above example, the DEFINE_DELETE_EXTERNAL_EVENT_INTERFACE_1_ARG macro defines an interface for a DeleteShip event. This event is based on a method that has a single integer parameter. This method will be called on the object before it is deleted. It is shown in Step 2. Step 4 shows the generated function that can be called from an external module to remove a Ship object. For simplicity, we have used a built-in type for the argument in the above example. Note that any type is acceptable, including a class name defined by the user. This technique is often used to simplify the interface of a function: for example, instead of passing ten arguments to a function, all or much of this data can be contained within a single object, thus streamlining the function interface. Since the above macro allows any types, this technique can be used to clean up the interface of the initialization method.

Step 2
Write the object deletion method mentioned in Step 1 (in the simulation). The method’s arguments must match those listed in argTypeList from Step 1. A simple example is shown below (RemoveShip method):

class Ship {

public:

  int Id; // Ship ID#

  // Convert code to descriptive string:

  const char *GetDeleteReasonStr(int reason);

  // Deletion method (with int arg); “reason” param is a code

  // explaining why the ship has been deleted:

  void RemoveShip(int reason) { 

    std::cout << "Ship id= " << Id << " deleted; “

              << “reason for deletion is: "

         << GetDeleteReasonStr(reason) << std::endl;

  }

};

Step 3
Invoke a macro of the following general form (in the simulation):

DEFINE_DELETE_EXTERNAL_EVENT(eventName, className, methodName,
                             numArgs);
where:

eventName is the same as eventName from Step 1;

className is the class name of the dynamically deleted object (and contains the deletion method);

methodName is the name of the deletion method (e.g. RemoveShip);

numArgs is the number of arguments needed to call methodName (e.g. 1 for RemoveShip).

Continuing with the Ship example, we call the following macro:

DEFINE_CREATE_EXTERNAL_EVENT(DeleteShipEvent, Ship, RemoveShip,           1);

The effect of this step is to define an event that can be invoked from the external module. This event first calls a method on the object (e.g. RemoveShip) and then deletes the object.
Step 4
Plug in the external event using the PLUG_IN_EXTERNAL_EVENT(eventName) macro; use the same event name (e.g. DeleteShipEvent) as in prior steps.

int main(int argc, char *argv[]) {

  PLUG_IN_SIMOBJ(Ship);

  // …

  PLUG_IN_EXTERNAL_EVENT(DeleteShipEvent);

  ExecuteSpeedes(argc, argv);

}

The “plug in” step is required of all events, to register the event with the SPEEDES engine so that it can schedule and manage events of this type.
Step 5
From the external module, call a function of the form shown below (generated by the macro call in Step 1). This function was generated by the macro call from Step 1.
SCHEDULE_EVENT_REPLY_MESSAGE*

  EM_SCHEDULE_eventName(SpEmHostUser &emHostUser,

                        const SpSimTime &eventTime,

                        SpObjHandle objToDelete,

                        argList,

                        dataBuff = NULL,
                        dataBytes = 0,

                        TimeMode tmMode = IF_IN_PAST_IGNORE,
                        int replyRequested = 1);

where:

eventName is the same as eventName from Steps 1, 3 and 4, and
argList is a comma-separated list of parameters to be passed to the deletion method in Step 2.
Notes:
1) The function above (e.g. EM_SCHEDULE_DeleteShipEvent)was generated by the macro call from Step 1. It is complicated, but is very flexible (and is intended to have a similar interface to  SpEmHostUser::ScheduleEvent).
2) emHostUser parameter: the macro generates code that needs to call ScheduleEvent so it needs the SpEmHostUser object. This object can be gotten from accessor SpEvaluatorStateMgr::GetEmHostUser().

3) eventTime parameter: the simulation time when the object is to be deleted.

4) objToDelete parameter: the object handle of the object to be deleted.

5) argList: the actual function will insert the parameter list for the deletion method. For example, if the deletion method takes a char, int and double, argList would be replaced by the following: char arg1, int arg2, double arg3, and the user would supply arguments with the corresponding types to the function call.
6) dataBuff parameter: as with other SPEEDES events, one is allowed to pass a raw buffer of data into the event. This buffer can be accessed in the deletion method by calling SpGetMsgData().
7) dataBytes parameter: size (in bytes) of the dataBuff argument. This value can be accessed in the deletion method by calling SpGetMsgDataBytes().
8) tmMode parameter: tells what to do if the event time is less than GVT. The choices are IF_IN_PAST_IGNORE or IF_IN_PAST_SCHEDULE_AT_GVT.
9) replyRequested parameter: if non-zero, the call blocks, awaiting a reply message sent back from the simulation. This message is the function return value (see below). If the parameter is 0, the function does not wait for a reply, and returns NULL. Obviously, waiting for a reply takes time, but usually happens quickly.

10) Return value: pointer to an object containing an event status code (whether the event executed or failed, and if so, why) and the simulation time of the event. The user is responsible for deleting the storage. 

Warning: although the returned object contains a cancel handle, this feature has not been implemented and therefore should be ignored.
Continuing with the example from prior steps, we get the following code in an external module to delete a Ship object at time 224.5:

SpEmHostUser *emHostUsr = evalStateMgr.GetEmHostUser();
SpSimTime delTime(224.5);  // time to delete ship obj

SpObjHandle delShipHandle; // handle of Ship obj to delete

delShipHandle = GetKilledShip(); // get destroyed ship handle

int delReason = OBJ_DESTROYED;   // deletion method arg #1

SCHEDULE_EVENT_REPLY_MESSAGE *evtReplyMsg = 

EM_SCHEDULE_DeleteShipEvent(*emHostUsr, delTime, delShipHandle, delReason);
5.3.3    Altering Simulation Objects

The key class for building the MSI (or an external module attached to any simulation generated by the system) is the SpEvaluatorStateMgr. Since this class inherits from SpStateMgr, it inherits all the capabilities of the SpStateMgr class. This includes the ability to schedule events on specific simulation objects (using method SendCommand). The object can be specified by global ID or object name. Like SpStateMgr objects, SpEvaluatorStateMgr objects also contain an SpEmHostUser object (accessed via GetEmHostUser()). This object provides more powerful, though more complex capabilities. In particular, its ScheduleEvent methods allow one to specify the simulation time of the event; SendCommand basically schedules the event as soon as possible (GVT plus a “lookahead” interval).
Using the above facilities, it is possible to schedule an event on any object from an external module (including the MSI). This provides the means to alter the state of any object (or any set of objects). Obviously, one must first create events that can implement the kinds of changes needed; but once this is done, these events can be invoked from the MSI (or any other external module) to alter simulation objects in any way desired. For example, if there are various kinds of assets that are susceptible to damage from bombs or missiles, one might implement a SetDamageLevel event to assign a damage percentage (e.g. 0% - 100% damage) to assets that have been attacked. Since aircraft can be loaded with different types and amounts of weapons, there might be a SetWeaponLoadout event to specify what weaponry a given aircraft has. The general idea is this: for any report the system might receive, there should be an event (or a set of events) that can interpret the report and change the simulation objects to reflect the state of the real-world entities described in the report.
5.4    The SpEvaluatorStateMgr class

The usual way of building external modules is based on the SPEEDES SpStateMgr class. This class provides a lot of capabilities in a relatively simplified package. Because of this, we created a child class called SpEvaluatorStateMgr in which to add new functionality. In particular, the SpEvaluatorStateMgr class is able to request predictive simulations and COA evaluations. An SpEvaluatorStateMgr object should be the foundation on which to build the Master Simulation Interface (and possibly external modules attached to COA evaluations). To use this class, you must include header file SpEvaluatorStateMgr.H.
5.4.1    SpEvaluatorStateMgr Constructors

There are four SpEvaluatorStateMgr constructors. Three of these just invoke the corresponding SpStateMgr constructor, so the arguments are exactly the same. These are shown below:

SpEvaluatorStateMgr(

  char  *machineName,   // machine where the HostRouter runs
  int    port,          // port of the HostRouter

  int    groupId,       // group id of your simulation

  double timeLag,       // max time ext module lags behind sim
  int    usingProxies=1 // boolean: using object proxies or not
);
The machineName and port allow the SpEvaluatorStateMgr object to connect to the SpeedesServer (which contains one or more host router components); the groupId parameter specifies the host router component within the SpeedesServer.
SpEvaluatorStateMgr(

  SpDataParser *parser, // Parsed file containing info to
                        // connect to the Host Router

  double timeLag,       // max time ext module lags behind sim
  int    usingProxies=1 // boolean: using object proxies or not
);
The above constructor is similar to the first except that the SpeedesServer connection data is contained within the parser parameter (which read and parsed it from a speedes.par file).
SpEvaluatorStateMgr(

  char *FileName,      // File name of recorded simulation
  int   usingProxies=1 // boolean: using object proxies or not
);

The third constructor is only used for simulation playback. Please refer to the SPEEDES User’s Guide for a more detailed description of how to use the SpStateMgr object in external modules.
To connect to clone simulations, we created the following constructor (which simply eliminates the groupId parameter since it’s known):
SpEvaluatorStateMgr(

  char  *machineName,   // machine where the HostRouter runs
  int    port,          // port of the HostRouter

  double timeLag,       // max time ext module lags behind sim
  int    usingProxies=1 // boolean: using object proxies or not
);

The machineName and port parameters define how to connect with the clone’s SpeedesServer and are provided by the SpCloneStatusMsg object (which is delivered to the external module to announce that the clone simulation has started).
5.4.2    Requesting Predictive Simulations

The SpEvaluatorStateMgr class provides the RequestPredictiveSim method to request predictive simulations. Its interface is as follows:
int RequestPredictiveSim(double startTime,

                         double endTime,

                         const char *simName=NULL,
                         int numExtModsToWaitFor=0);
Notes:

1) startTime parameter: the simulation time to begin the predictive simulation.
2) endTime parameter: the simulation time at which to end the predictive simulation.
3) simName parameter: this is a name for the predictive simulation run. Since the system may generate many simulation executions, it is important to “tag” each with a descriptive name. For example, if the simulation writes a report to a file, we need a way to identify which simulation produced the report. Although the system generates a unique integer ID for each simulation, this parameter gives the user the opportunity to provide a name that is both descriptive and unique. If omitted, a name will automatically be generated based on the start time. For example, if the start time is 127.48, the simulation will be given the following name: “PredictiveSim_StartAt_127.48”.

4) numExtModsToWaitFor parameter: this denotes the number of external modules the simulation should wait for before advancing. If you wish to connect an external module to the predictive simulation, you’ll generally want the simulation to wait for the external module to connect before charging ahead (in extreme cases, a simulation can finish before an external module can connect to it). In this case, pass a value of 1 as the numExtModsToWaitFor parameter. Occasionally it is useful to have two or more external modules attached to a simulation. Pass in a value of 2 or more, corresponding to the number of external modules.
Important Note: this parameter simply makes the child wait for the first n external modules to connect. For example, if numExtModsToWaitFor is 3 and you connect 5 external modules, the simulation will proceed after the first 3 connect to the clone’s SpeedesServer. Also, the system inserts a simulation time “barrier” for each external module. To get past this barrier, each of the first 3 external modules must advance time past the time of the clone (e.g. using SpStateMgr method GoToTime or TimeAdvanceRequest). If even one of the 3 fails to do this, GVT will never get past this barrier, and the clone will stall.
5) Return value: if the external module fails to send the request, the method returns 0; otherwise, it returns a unique positive integer to identify the request. This request ID is used to identify the resulting simulation in status messages sent by the system to the external module. However, note that the request ID is unique only with respect to a given external module (e.g. two external modules could both submit requests with an ID of 2). Because of this, the system generates a globally unique clone ID for each predictive simulation or COA evaluation. The status messages contain both the request ID and the clone ID—this is how the user learns of the clone ID.  Although it is confusing having two identifiers for each simulation, this situation is necessary for the following reason: we want RequestPredictiveSim to return right away, but this cannot be done if it has to wait for the system to return the clone ID (which isn’t generated until the simulation start time, possibly far in the future). 
If there are CPUs available (at the simulation start time), the system clones the emulation onto a group of free CPUs and lets it run as fast as possible to the simulation end time. After the simulation has been cloned and hooked up with communications links, a status message is sent to the external module announcing that the simulation has successfully started. When the simulation completes, another status message is sent to the external module apprising it that the execution is done. Status messages are also sent to the external module if the simulation fails to start or aborts. In this way, the user can track the state of requested simulations. See the section on simulation status messages (section 5.5   ) for more detail.
5.4.3    Requesting Course of Action Evaluations
The SpEvaluatorStateMgr class provides the RequestCOAEval method to request COA evaluation simulations. Its interface is as follows:

int RequestCOAEval(double startTime,

                   double endTime,

                   SpList *cloneEvents,

                   const char *simName=NULL,
                   int numExtModsToWaitFor=0)
Notes:

1) startTime parameter: the simulation time to begin the COA evaluation.

2) endTime parameter: the simulation time at which to end the COA evaluation.

3) cloneEvents parameter: a COA is defined by a series of events that are scheduled in the clone simulation after it has been copied from the emulation. This parameter is a list of SpCloneEvent objects, each of which defines an event to be scheduled in the clone. Every SpCloneEvent object specifies the type and time of an event, the object on which the event acts and any data needed by the event. This is described more fully in section 5.4.4    below. After the call, the user can delete the entire contents of the cloneEvents list (and the list itself).
4) simName parameter: this is a name for the COA evaluation run. Since the system may generate many simulation executions, it is important to “tag” each with a descriptive name. For example, if the simulation writes a report to a file, we need a way to identify which simulation produced the report. Although the system generates a unique integer ID for each simulation, this parameter gives the user the opportunity to provide a name that is both descriptive and unique. If omitted, a name will automatically be generated based on the start time. For example, if the start time is 127.48, the COA evaluation will be given the following name: “EvaluateCOA_StartAt_127.48”.

5) numExtModsToWaitFor parameter: this denotes the number of external modules the simulation should wait for before advancing. If you wish to connect an external module to the COA evaluation, you’ll generally want the simulation to wait for the external module to connect before charging ahead (in extreme cases, a simulation can finish before an external module can connect to it). In this case, pass a value of 1 as the numExtModsToWaitFor parameter. Occasionally it is useful to have two or more external modules attached to a simulation. Pass in a value of 2 or more, corresponding to the number of external modules.

Important Note: this parameter simply makes the child wait for the first n external modules to connect. For example, if numExtModsToWaitFor is 3 and you connect 5 external modules, the simulation will proceed after the first 3 connect to the clone’s SpeedesServer. Also, the system inserts a simulation time “barrier” for each external module. To get past this barrier, each of the first 3 external modules must advance time past the time of the clone (e.g. using SpStateMgr method GoToTime or TimeAdvanceRequest). If even one of the 3 fails to do this, GVT will never get past this barrier, and the clone will stall.
6) Return value: if the external module fails to send the request, the method returns 0; otherwise, it returns a unique positive integer to identify the request. This request ID is used to identify the resulting simulation in status messages sent by the system to the external module. However, note that the request ID is unique only with respect to a given external module (e.g. two external modules could both submit requests with an ID of 2). Because of this, the system generates a globally unique clone ID for each predictive simulation or COA evaluation. The status messages contain both the request ID and the clone ID—this is how the user learns of the clone ID.  Although it is confusing having two identifiers for each simulation, this situation is necessary for the following reason: we want RequestCOAEval to return right away, but this cannot be done if it has to wait for the system to return the clone ID (which isn’t generated until the simulation start time, possibly far in the future). 
5.4.4    Defining a Course of Action
To create a COA evaluation, the system clones the emulation and schedules a list of events in the clone. These events define the COA. They are specified by the user in the RequestCOAEval call (third parameter). A simple example is if we wanted to evaluate what would happen if Commander Y implemented Plan A. The COA might be defined by a single event that told Commander Y to execute Plan A at time t. A more complex COA might involve scheduling events on twenty objects at various times.
The key requirement is a mechanism for specifying how to schedule each event. That is the purpose of the SpCloneEvent class; and given a list of these objects, one can define any COA. The constructors make it clear how this works: by providing the event time, simulation object ID (or name), event name and event data, the system has all the data it needs to schedule the event. One constructor is as follows:
SpCloneEvent(

  const SpSimTime &evtTime, // event time
  int simObjGlobalId,       // global ID of object event acts on
  char *eventName,          // name of event to schedule

  char *msg,                // “optional” SpMsg parameter
  int msgBytes,             // sizeof(SpMsg)
  char *data,       // In: Any data for this event

  int dataBytes,    // In: The number of bytes of data
  // How to handle events in past (ignore or schedule at GVT)
  TimeMode tmMode = IF_IN_PAST_IGNORE
);

Notes:

1) evtTime parameter: the simulation time to schedule event.

2) simObjGlobalId parameter: the global ID of the simulation object on which event is scheduled.

3) eventName parameter: the name of the event to schedule. For example, if the SPEEDES event macro system generates function SCHEDULE_ExecutePlan(…), the event name is “ExecutePlan”.
4) msg parameter: pointer to SpMsg object cast to a char*. This is rarely used, but occasionally can be of benefit. For simplicity, just cast a pointer to an SpMsg object (can be a local variable). For more information, see the SPEEDES User’s Guide description of SpEmHostUser::ScheduleEvent (which has a similar argument).
5) msgBytes parameter: sizeof(SpMsg).
6) data parameter: data buffer for use by the event if needed.
7) dataBytes parameter: size in bytes of data buffer.
8) tmMode parameter: specifies what to do if evtTime is before GVT. The options are to ignore the event (IF_IN_PAST_IGNORE) or reschedule at GVT (IF_IN_PAST_SCHEDULE_AT_GVT).
The other SpCloneEvent constructor is as follows:

SpCloneEvent(

  const SpSimTime &evtTime, // event time
  char *objName,            // name of object event acts on
  char *eventName,          // name of event to schedule

  char *msg,                // optional SpMsg parameter
  int msgBytes,             // sizeof(SpMsg)
  char *data,       // In: Any data for this event

  int dataBytes,    // In: The number of bytes of data
  // How to handle events in past (ignore or schedule at GVT)
  TimeMode tmMode = IF_IN_PAST_IGNORE
);

This constructor is identical to the first except that the simulation object is specified by name, not global ID (second parameter).
After creating the SpCloneEvent objects, they need to be loaded into a SPEEDES SpList object to be passed to the RequestCOAEval call. This is accomplished by passing a pointer to the SpCloneEvent object to the SpList::Insert method:
SpList eventList;

SpCloneEvent *attackEvent = GetAttackEvent();
eventList.Insert(attackEvent);
An SpList can hold any type of object since it actually stores void pointers. These need to be cast to the correct type when retrieved from the list, which unfortunately removes some type checking that could be done by the compiler. In practice, this rarely causes any problems: the list is used to store one type of pointer, so there’s no confusion about how to cast void pointer gotten from the list. See the SPEEDES User’s Guide for complete documentation of the SpList class.
5.5    Simulation Status Messages

After you have requested a predictive simulation or a COA evaluation, it is natural to want some feedback regarding the status of this process. The first bit of feedback comes from the request method itself (RequestPredictiveSim or RequestCOAEval): if it returns 0, then it failed to send the message asking for the simulation execution. Otherwise, it returns a unique request ID. This ID is important; it is the key to identifying which simulation a status message refers to. If all goes well, the system will clone the emulation and begin running the simulation. When this happens, the system sends a message to the external module saying that the simulation has started (note that this could happen well in the future if the simulation is scheduled to begin in the future). When the simulation completes, another status message is sent to the external module telling it that the simulation has finished. So, in the normal course of events, the user will request a simulation, receive a “Simulation Started” message and then a “Simulation Ended” message. If, however, something goes wrong, a status message will be sent to the external module describing the problem. For example, the simulation could abort due to a crash, fail to start because of insufficient resources or communications problems, etc.
The next question is how to access these messages in an external module. Since the SpEvaluatorStateMgr class inherits from the (SPEEDES) SpStateMgr class, it inherits the ability to execute SpStateMgr events (see the SPEEDES User’s Guide for a description of these events). Once such an event is defined and correctly integrated with the SpStateMgr (or SpEvaluatorStateMgr) object, it automatically executes whenever a specific type of message arrives at the external module. This saves the user from the drudgery of “polling”: that is, repeatedly checking an “inbox” to see if a message has arrived.
The subscription name is “CloneStatusMessage,” but since the SpEvaluatorStateMgr class automatically subscribes to it, there’s no need to call SpStateMgr::SubscribeData. The procedure requires the following three steps: 
1) Define an event class that inherits from SpStateMgrEvent.
2) Write a function that allocates the event objects defined in 1). This is a trivial step but is required by the event system.
3) Register your event to the SpEvaluatorStateMgr object by calling its DefineEvent method (inherited from the SpStateMgr class). This associates your event with messages named “CloneStatusMessage”: whenever one of these messages arrives at the external module, your event code will be executed.
The above three steps are illustrated below with code examples.

5.5.1    Defining “CloneStatusMessage” Events
The following code provides a simple example. The Process method is the key: this method will be invoked whenever a status message arrives. Note how the SpCloneStatusMsg object is constructed from the event’s data buffer. This object contains status information about a requested simulation. It also contains the request ID returned by RequestPredictiveSim or RequestCOAEval. This is how the user can identify which simulation the message pertains to. The SpCloneStatusMsg class is documented below in section 5.5.4   .
class ReceiveCloneStatus : public SpStateMgrEvent{

public:

  void Process() {

    char* data = GetData(); //get event data buffer
    // Create status message based on data buffer:

    SpCloneStatusMsg *statusMsg = new SpCloneStatusMsg(data);

    // Print or get info from status message:
    statusMsg->Print(cout);

  }

};
5.5.2    Event Allocation Function

This is the trivial step 2) above. Write a function analogous to the following that allocates n ReceiveCloneStatus objects:
void *NewReceiveCloneStatus(int n) {

  return new ReceiveCloneStatus[n];

}
This function is needed by the DefineEvent method that must be called to register the event (see below).
5.5.3    Register Event with SpEvaluatorStateMgr Object 
The last step is to “register” your event with the SpEvaluatorStateMgr object so that it can execute your event whenever the external module receives a clone status message. This is shown in the following code:
// Create evaluator state manager:

SpEvaluatorStateMgr evalMgr(&speedesDotPar, timeLag);

// Plug in event into the state manager. This event will be

// triggered by the string "CloneStatusMessage":

evalMgr.DefineNumberOfEvents(1);

evalMgr.DefineEvent("CloneStatusMessage",      // trigger string


         0,                         // unique ID


         NewReceiveCloneStatus,     // Allocator fcn


         sizeof(ReceiveCloneStatus),// event size


         10);             // #events to allocate
In the above example, we have defined only one event (for simplicity). To define two or more events, you must alter the DefineNumberOfEvents call and invoke DefineEvent once for each event (providing a unique integer ID for each). Please refer to the SPEEDES User’s Guide for more information on SpStateMgr events.
5.5.4    The SpCloneStatusMsg Class

As shown above (in our ReceiveCloneStatus event), the “payload” of clone status events is an SpCloneStatusMsg object (see SpCloneStatusMsg.H). This object contains the following information:
1) Simulation request ID: the integer ID returned by RequestPredictiveSim or RequestCOAEval when the simulation was requested by the user.
2) Simulation clone ID: the unique integer ID assigned by the system to identify the simulation execution.
3) Simulation name: this is the string name given by the user (or auto-generated) to identify the simulation. Use the following method to access it:
const char *GetCloneName(void);
4) Simulation status information: the message contains an enumerated type that describes the state of the simulation. The possible states are: Started, Finished, StartFailure, NoResources, SpeedesServerFailed, CopyNodeFailure, CommsFailure and Aborted. These are listed in the public enumerated type SpCloneStatusMsg::CloneStatusType (see SpCloneStatusMsg.H). The clone status is accessed using method SpCloneStatusMsg::GetCloneStatus(). The Started and Finished status codes mean that the simulation has started and finished, respectively. The remaining codes denote various types of failures. StartFailure means the simulation failed to start (reason unknown). NoResources means there were insufficient CPUs to run the simulation. The SpeedesServerFailed code indicates that the simulation failed because the SpeedesServer would not run. CopyNodeFailure means that the system could not copy one or more emulation nodes. A CommsFailure code denotes a failure to establish communications links in the clone. Finally, if the simulation crashes, a message will be sent with an Aborted clone status.
5) SpeedesServer connection data: whenever the system creates a simulation, it also creates a SpeedesServer process. This helps establish the communications links and allows the user to attach an external module to the simulation (the SpeedesServer is the “middleman” connecting the external module to the simulation). To do this, the external module needs to know “where” to find the SpeedesServer: the machine it’s running on and the port number it’s using. The following two methods provide this information:
const char *GetSpeedesServerMachine(void); 
int GetSpeedesServerPort(void).
The explanation above provides all you’ll need to make use of the SpCloneStatusMsg object. Obviously, you’ll need to include the header file, SpCloneStatusMsg.H. Please consult this file for additional details about the class. Specifically, note the definition of the CloneStatusType enumeration type. As a convenience, the class provides several boolean methods to check the simulation status: e.g. bool CloneHasStarted(void), bool CloneHasAborted(void),  bool ResourcesNotAvailable(void), etc.
5.6    subsidiary interfaces
The Master System Interface (MSI) is attached to the emulation and serves as the main interface for the system. When the system generates a simulation (by user request or by cloning from within a simulation), the user may wish to create an interface for that execution. This interface could be used to display simulation state (as it runs) and/or simulation results. It could also be used to initiate various actions: for example, a GUI interface could have buttons to 1) pause the simulation, 2) resume a paused simulation, 3) abort the simulation or 4) branch off another simulation. In other words, a subsidiary interface can do anything that the MSI can do except insert reports into the simulation to which it is attached. In fact, it can do this, too, though we tend to think of this operation as being reserved for the MSI acting on the emulation (one obvious problem is that the simulation—which runs as fast as possible—may be forced by the report to roll back much of its work, or may have advanced GVT beyond the report’s timestamp, which could make it impossible to integrate the report into the simulation).
Like the MSI, a subsidiary interface is an external module attached to the simulation through a SpeedesServer. Recall that the system creates a new SpeedesServer for each new simulation it generates. This new SpeedesServer is the “middleman” through which an external module connects to the new simulation. Its “address” is given in the clone status message (SpCloneStatusMsg object) reporting the successful start of the requested simulation. The “address” consists of the machine name and the port number; these two items provide enough information to connect an SpEvaluatorStateMgr object to the SpeedesServer. Since all clone SpeedesServers use the same “group ID,” a special SpEvaluatorStateMgr constructor has been provided that doesn’t require a group ID argument (and thus automatically connects to clone SpeedesServers):
SpEvaluatorStateMgr(

  char  *machineName,   // machine where SpeedesServer runs
  int    port,          // port of the HostRouter

  double timeLag,       // max time ext module lags behind sim
  int    usingProxies=1 // create object factory or not

);
The above constructor creates a new SpEvaluatorStateMgr object and connects to the clone SpeedesServer running on the given machineName through the given port.
5.6.1    Attaching An External Module to a Clone
After you have requested and created a clone simulation, you will receive a message saying that it has started.  As described above, this message contains the information needed to connect to the clone’s SpeedesServer (the machine name and port number). This information can be provided as command line arguments to an external module program which can be launched from the interface that requested the clone (e.g. using the UNIX system() or execl() utilities). Such a program would connect to the clone’s SpeedesServer and then might open a window to display various things (e.g. simulation time, major events, etc.) and enable GUI controls such as buttons to pause, resume or abort the simulation.
It is important to note that a new external module attached to a clone begins with a “clean slate.” By this we mean that it has no subscriptions, pauses or any other special associations with the clone simulation. The only exception is if the clone is specifically waiting for this external module to connect to its SpeedesServer (because of the numExtModsToWaitFor argument to RequestCOAEval, for example). In that case, there will be a barrier in place to prevent the simulation from going forward until the external module requests a time advance (e.g. using SpStateMgr::GoToTime or SpStateMgr::TimeAdvanceRequest).
One final caveat concerns the saving of external module IDs. A common technique is to have a simulation object save an external module ID in order to send it a message at a later time. If you do this and then branch off a clone simulation, the saved external module ID is no longer valid. There may not be an external module with that ID attached to the clone; or, if there is, it may be totally different from the original one, and therefore have no idea how to handle the message. To do this sort of thing, you need to establish the connection between the new external module and the clone simulation. This can be done by scheduling an event on the simulation object and having the object obtain the external module ID in the event and save it for later use.
5.6.2    speedesserver termination
The normal behavior of the SpeedesServer is to continue running until explicitly terminated by the user. This was deemed inappropriate for SpeedesServers attached to clone simulations. Thus, we changed the default behavior so that such SpeedesServers exit when the clone simulation finishes. The reason for this is because we want to free up CPUs as soon as possible. Therefore, we don’t want old SpeedesServers hanging around occupying CPUs any longer than necessary. Ordinary SpeedesServers (including the one attached to the emulation) retain the “normal” behavior of running until killed by the user.
In case the above default behavior is inappropriate, it can be changed by calling a method from the simulation or from an external module. In the simulation, the host user (SpGetHostUser()) provides following two methods:
1) void SpHostUser::SpeedesServerExitsWhenSimEnds(): sends a message to the SpeedesServer telling it to exit when the attached simulation ends.
2) void SpHostUser::SpeedesServerPersistsWhenSimEnds(): sends a message to the SpeedesServer telling it to continue running when the attached simulation ends.
The exact same thing can be done from an external module. The SpStateMgr class provides the following two methods:
1) void SpStateMgr::SpeedesServerExitsWhenSimEnds(): sends a message to the SpeedesServer telling it to exit when the attached simulation ends.

2) void SpStateMgr::SpeedesServerPersistsWhenSimEnds(): sends a message to the SpeedesServer telling it to continue running when the attached simulation ends.
Since the SpEvaluatorStateMgr class inherits from the SpStateMgr class, the above functionality is also available in SpEvaluatorStateMgr.
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