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ABSTRACT

One of the most challenging problems in designing large-scale simulation applications is to provide the proper foundation for supporting scalable software engineering practices. Simulations involving large numbers of software developers that must work together in a productive manner over  long development and maintenance periods must have a software engineering strategy that scales in terms of:

· Complexity as a function of the number of lines of code. The software must not get so complicated that it cannot be understood or maintained as it gets large.

· Productivity of software developers as a function of the number lines of code. The simulation should be able to efficiently support larger teams of software developers as the number of lines of code increases over time. A good scalable design should not result in having a few gurus who were there from the beginning, and are the only ones who can navigate through overly complicated convoluted code.

· Compile times for typical modifications to the software as a function of the number of lines of code. If typical changes to the software result in recompiling the entire simulation, then this problem, alone, can cripple the progress of any software development project.

· Extensibility as a function of the number of lines of code. In most software development cycles, new capabilities that were not part of the original design are required as the living software grows in functionality. A good scalable software design should accommodate new functionality without destroying the basic foundational design of the application’s infrastructure.

· Reusability of software as a function of the number of lines of code. As more code gets written to support an application, more reusable code should be generated - not less.

This paper describes how the SPEEDES
 approach provides such scalability by defining events as active objects that “act” on passive simulation objects. By choosing events as objects, all of the of scalable software engineering objectives stated above are satisfied. This is contrasted with the more conventional approach where events are defined as methods that are contained within active simulation objects.

INTRODUCTION

Object-oriented programming has been recognized, especially by the simulation community, as a superior paradigm for building complex applications. Yet, how do we characterize the common traits of a good object-oriented software design?

“Object-oriented is well on its way to becoming the buzzword of the 1980s. Suddenly everybody
 is using it, but with such a range of radically different meanings that no one seems to know exactly what the other is saying.” (Cox 1987)

Often, it’s not clear what we mean by software objects in the first place. Here is one attempt to clarify this subject matter.

Stripped of its fancy jargon, an object is a lexically-scoped subroutine with multiple entry points and persistent state (Guthery 1989).

Several years ago, the comp.simulation news group was polled to find out what experienced simulationists thought were the necessary ingredients for an application to be truly object-oriented. The responses were very interesting.

 “I’m not certain what you are getting at but in my view, simulations written in SIMULA (the 1st OOPL) are the epitome of object-orientation.”

“To be truly object-oriented, I think you need to accurately model objects in the real system you intend to simulate.”

“I‘ve been very satisfied with SES/Workbench, a simulation tool from Scientific and Engineering Software, a company in Austin Texas. It is object based (no inheritance), but sufficiently powerful.”

The first response almost seems to say that no matter how poorly you design your application, if you use the SIMULA programming language, you will have a beautifully structured object-oriented simulation. Yet, there must be more to object-oriented simulations than just choosing the right language!

It has been said that, "A good FORTRAN programmer can write FORTRAN in any language!"
Probably, most of us have seen the truth of this statement, especially when observing the programming practices of others. However, what about our own programming practices? After all, we in the simulation community were responsible for inventing and popularizing object-oriented programming.

Are we really doing object-oriented programming or are we just saying that we are because we use object-oriented programming languages?

The second response to this survey was very interesting in that it suggested that the modeled objects should accurately mirror real-world objects. While this might be a very desirable property in engineering simulations where real-world test-articles are bathed in a simulated environment, it can not always be applied to simulations in general where statistical properties, random number generators, and abstract representations are required. These real-world objects would fit better in the context of external “plug-in” modules in a test bed simulation, not as simulation objects that can be modeled in a number of different ways.

The third response gives a very practical view of object-oriented systems but it is questionable whether an application, no matter how powerful and object-based it is, could pass the test of being object-oriented without providing one of the most powerful properties of object-oriented design – namely inheritance with support for virtual functions. In other words, without direct language support, it is doubtful whether object-oriented programming can really be provided in a reasonable manner
.

Often programmers confuse the word good with object-oriented. After all, object-oriented programming is good. Everyone says it is. Therefore anything that is good must be object-oriented. It is very easy to see the flaw in this argument. Yet, because of all of the hype involved in object-oriented programming, people feel the need to attach the label object-oriented to their (of course) good work.

It is important to acknowledge the fact that a program can sometimes be good even if it is not object-oriented.

With disagreement coming from virtually everyone involved in software development and object-oriented programming, it is no wonder that there are as many failures as there are successes in building object-oriented applications. For example, look at what the text books have to say concerning how to choose the objects in applications.

"Just use as your first software objects representations of the obvious external objects." (Meyer 1988)

"Read through the requirements specification carefully again, this time looking for noun phrases... You can carefully glean candidate classes." (Wirfs-Brock 1990)

These strategies tell novice programmers to simply map real-world objects to software objects as a starting point. This is not necessarily bad advice, but unfortunately most applications then proceed to allow objects to freely invoke the methods of other objects, which can result in strongly coupled object dependencies, thereby reducing object reusability.

Applications where objects commonly know about or depend upon the existence of other objects – and those other objects know about or depend on the existence of other objects – etc., tend to violate many of the important principles of scalable software engineering. 

Consider, on the other hand, what would happen if all of the interactions between passive noun objects were mediated by a new set of active verb objects called events. This is precisely the paradigm that SPEEDES uses for coordinating event processing. This paradigm is possibly much closer to what Booch had in mind.

"The tangible things in the problem domain, the roles they play, and the events that may occur form the candidate classes and objects of our design, at its highest level of abstraction." (Booch 1991)

By separating event code into active event objects that act from the outside on passive, encapsulated, simulation objects, the simulation objects stay ignorant of the application and therefore are reusable. In this paradigm, simulation objects do not even have to know that they are being used in a simulation. This means that they can actually be reused in real applications, possibly after they have been validated by the simulation. In all cases, simulation objects never invoke the methods of another simulation object. It is the event objects that mediate the interactions. Event objects may need to know about or depend on the existence of some of the other event objects for the purpose of scheduling future events, but for the most part, events are encapsulated from each other.

The notion of interaction mediators is actually a fundamental concept found in the very building blocks of our physical universe. Figure 1 shows a Feynman diagram of an electron and a positron scattering through the use of an interaction mediator, i.e., a virtual photon. In an analogy to software objects in a simulation, the electron and the positron represent simulation objects, while the virtual photon represents an event object that mediates the interaction.



Figure 1: A Feynman diagram showing an electron interacting with a positron through the use of a photon.

There are four known forces is the universe today: (1) the electromagnetic force, (2) the weak force, (3) the strong force, and (4) the gravitational force. Table 1 gives some examples of the kinds of particles that participate in these forces. Notice that there are two fundamental kinds of particles associated with each force. Fermions represent the physical particles. They obey the Pauli exclusion principle which simply states that no two particles can occupy the same space at the same time. Bosons, on the other hand, represent the mediators of the forces in nature that act on their Fermion counterparts. Bosons do not obey the Pauli exclusion principle, but instead are allowed to superimpose. In analogy to our discussion on active simulation objects and passive event objects, Fermions represent simulation objects and Bosons represent event objects.

Table 1: The four kinds of forces in the physical universe.
Force
Fermion
Boson

Electromagnetic
Electron, Quark
Photon

Weak
Neutrino
W+, W-, Z0

Strong
Quark
Gluon

Gravity
Particles with mass
Graviton

As a general rule, only passive objects are reusable. When an object becomes active, it immediately ties itself to the specific software application because it directly interacts with other objects. Active objects can also be reusable, but only in the context (or framework) in which they were designed. Thus, when developing a simulation, one of the most important design steps is to consider the tradeoffs of building active simulation objects that interact with each other by freely calling each other’s methods vs. building passive simulation objects using active event objects to mediate the interactions between the simulation objects in the modeled system.

If builders built buildings the way that programmers write programs, then the first woodpecker that came along would destroy civilization. (Mullin 1989)

Our premise is that the events-as-objects concept normally provides a better paradigm for promoting scalable software engineering practices for developing large-scale software systems. We further believe that this principle can be extended to support more general complex software applications.

ACTIVE VS PASSIVE SIMULATION OBJECTS

Figure 2 and Figure 3 provide real examples of the two fundamental ways to define events (Steinman  and Wieland 94). In Figure 2, events are defined as methods supplied within the simulation object. Notice (1) that the objects depend on each other, and (2) that the event handling code is contained within just a few objects. Figure 3, on the other hand, has many more objects because each event is defined as a separate object. Notice also that the simulation objects do not depend on each other, and (2) that they do not depend on the events (events know about simulation objects, simulation objects do not know about events).



Figure 2: Events defined as methods provided by the simulation object. This interaction diagram describes work previously developed to support parallel proximity detection in military simulations.



Legend for SPEEDES Diagrams

1.
Oval:

Represents a type of event object.

2.
Box:

Represents a type of simulation object.

3.
Bold Line:
Links an event type with its associated simulation object type.

4.
Arrow:

Shows which events schedule other events.

5.
Bold Arrow:
An event type that is scheduled at the start of the simulation.

6.
Time Value:
The amount of lookahead when scheduling an event

7.
Bold Box:
An external module that is outside of the internal (SPEEDES) simulation.

8.
Dashed Arrow:
A message coming to or from an external module.

Figure 3: Events defined as active objects that act on passive simulation objects. This SPEEDES diagram describes work previously developed to support parallel proximity detection in military simulations

Let us evaluate the scalability of these two choices
. First, consider what happens if simulation objects are designed as active objects (i.e., objects interact by directly calling each other’s methods). This is almost always how simulations are built. Now, imagine that our simulation has four different types of simulation objects and 19 types of events as shown in Figure 2 and Figure 3. In this case, it is easy to see that the events-as-methods approach packs all of the event handling code into just four simulation objects. In the events-as-objects case, however, there are 23 separate object types that support the same functionality. The object-oriented goal of encapsulation is more easily achieved when events are defined as objects that act on simulation objects rather than as methods that are embedded within the simulation objects.

Suppose that, over time, the simulation grows in complexity to the point where there are ten types of simulation objects with hundreds (maybe thousands) of different kinds of interactions. Suppose that the simulation grows to 1,000,000 lines of code. This would mean that (all things being equal) each simulation object would contain roughly 100,000 lines of code. Are we still doing object-oriented programming in this case? - No!
Scalability: Encapsulation

Notice, we have violated the first rule of object-oriented programming - encapsulation. With 100,000 lines of code having free access to the variables contained within an object, too many lines of code are dependent on the structure of the object's internal variables. For example, changing the internal storage representation of an object’s local variables could seriously impact the 100,000 lines of method code that uses those variables. Therefore, having large active simulation objects does not scale in terms of providing encapsulation.

In order for object-oriented applications to scale, there must be an established mechanism to define new object classes as the size of the application increases in order to keep the size of objects reasonably small. Otherwise, scalability will be lost.

This scaling mechanism is normally not provided when simulation objects are active, but it is provided when events are defined as objects. As new events are developed in the simulation, they are defined as new objects instead of being added as another method to an already existing object.

Scalability: Object Dependencies

Consider what happens if a new interaction method is defined for the object (possibly as a new event handler). Because the class definition is modified, the entire 100,000 lines of code for the simulation object must be recompiled. Furthermore, because other objects directly interact with this simulation object, they may also have to be recompiled. In the worst case, as new methods are added to simulation objects, the entire simulation may have to be recompiled if the objects all depend on each other. Again, the active simulation object approach does not scale.

Compiling 1,000,000 lines of source code every time a new method is added would bring the development and maintenance of any application to its knees.

This problem does not occur when events are objects since (1) the simulation objects are ignorant of all event objects (remember, simulation objects do not even necessarily know they are in a simulation), and (2) event objects only need to know about the other kinds of event objects that they might schedule, not all of the event objects in the application.

Scalability: Productivity of Developers

Now consider what happens when trying to use a large work force to further develop this simulation. In the events-as-methods case, the objects themselves can become very large since there are so few objects. It can then become very difficult for large teams of software developers to efficiently work together without stepping on each other's work. This problem is further exacerbated when the software team is actually distributed over multiple organizations.

Building active simulation objects does not scale in terms of effectively utilizing large work forces for software development and maintenance.

Again, this problem is solved when defining events as objects. Developers can work on their own software objects (events or simulation objects) without having to worry about integrating their work back into the same objects as other developers. In an ideal world, no two developers should ever have to develop software concurrently for the same object.

As a further benefit of encapsulating events into active objects that act on passive simulation objects, consider two types of software developers. First of all, there are domain experts who know the details of how to do things like: aim and fly missiles, form tracks from multiple detections, model various sensors in high fidelity, emulate communications, supply tactical maneuvers for aircraft dog fights, provide combat strategies, etc.. Domain experts might be engineers, or scientists who do not know very much about simulation, but they are true experts when it comes to knowing how their "black box" simulated entities are supposed to perform. These people are well suited to build the simulation objects. Often, their code can be tested in a standalone manner outside the simulation.

On the other hand, there are the simulation software design experts whose responsibility is to develop the complex interactions between the various simulation objects using event objects. These programmers may have no idea how the actual simulated "black box" entities work, but that's OK because they do not need to know those details anyway. Their responsibility is to construct event interactions in a coherent fashion using their skill in simulation to develop event scheduling strategies that scale (i.e., strategies that have enough lookahead to get good parallel performance using minimal numbers of messages to perform interactions at the right level of abstraction allowing events to act on different types of objects through the use of virtual functions). These people tend to have backgrounds in computer science (in contrast to the domain experts who are typically engineers and scientists).

By defining events as objects, simulationists and domain experts can each develop software for their parts of the problem without stepping on each other’s code. Domain experts develop the simulation objects while simulationists develop the event objects.

Simulationists should work carefully with domain experts in defining appropriate simulation object hierarchies so that events can act on different types of simulated objects generically through virtual functions defined in base classes. For example, consider a simulation that has a dozen types of sensors. Each of these types of sensors could inherit from a common base-class sensor object (which ultimately inherits from the base-class simulation object). A single generic scan event object could simply pass the positions, velocities, etc., to methods provided by the different sensor objects through a virtual function defined in the sensor base class. This allows the scan event to be ignorant of the different types of sensors while still providing a clean way to invoke their individual methods.

Scalability: Reusability

As a final thought, consider what happens when trying to reuse an active simulation object in another, completely different, application (possibly not even a simulation related application). For example, it might be desirable to perform standalone testing of an object for verification of some of its methods. If the simulation objects are active objects that directly interact with other objects in the simulation, it would be nearly impossible to pull these simulation objects out of the simulation and reuse them in other applications.

In order for an object to be reusable, it must be passive and not tied to any particular application-specific set of objects.

Therefore, developing active simulation objects does not scale in terms of reusability. Yet, when defining events as objects, it is easy to pull the simulation objects out of the application to be reused somewhere else since the simulation objects never knew how they were being used in the first place.

FRAMEWORKS

SPEEDES is a parallel/distributed simulation framework that defines events as objects. By the term framework, we mean that the main program is supplied by SPEEDES - not by the application. The distinguishing theme of any software framework is:

“Don’t call us, we’ll call you.” (Cotter and Potel 95).

This is very different from the class library approach that most traditional systems employ. SPEEDES Applications define their specific simulation objects and event objects through inheritance from base-class SIMOBJ and EVENT objects. A standard interface is provided for developers to plug-in their objects. SPEEDES calls application specific event methods through the use of virtual functions. In this manner, SPEEDES supports generic parallel/distributed simulation applications in its event processing framework. This framework also automates the difficult time management problems that are fundamental to parallel/distributed simulations (Fujimoto 90). This relieves the developer from having to solve the synchronization problem every time a new parallel/distributed simulation application is developed.

SPEEDES was developed at the Jet Propulsion Laboratory under government contracts and can be made freely available for agencies doing government work through a NASA license agreement. For more information on SPEEDES, contact Jeff Steinman at Metron Incorporated.

SUMMARY AND CONCLUSIONS

This paper contrasted two very different mechanisms for defining events in a discrete-event simulation. The most common practice is to define events as methods that are provided by the simulated objects. In this paradigm, the simulated objects essentially schedule future events by invoking methods supplied by other simulated objects. In contrast to this approach, this paper supports the notion of defining events as objects which are separately encapsulated from the simulated objects that they act on, and are also encapsulated from each other. By defining events as objects, scalable software engineering is provided in terms of (1) software complexity, (2) developer productivity, (3) software dependencies, (4) extensibility of the system, and (5) reusability.
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�	Synchronous Parallel Environment for Emulation and Discrete-Event Simulation.


�	It is possible to apply the “abstract data type” concept to C programs and to develop support for inheritance-like structures with user-defined methods. Such a tool can even support virtual functions, but this is really reinventing C++.


�	We recognize that our discussion of this subject has been greatly simplified and that there are ways to provide further scalability in the events-as-methods case. This paper only speaks in general terms.
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