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Abstract


Global Virtual Time (GVT) is the fundamental synchronization concept in optimistic simulations. It is defined as the earliest time tag within the set of unprocessed pending events in a distributed simulation. A number of techniques for determining GVT have been proposed in recent years, each having their own intrinsic properties. However, most of these techniques either focus on specific types of simulation problems or assume specific hardware support. This paper specifically addresses the GVT problem in the context of the following areas:

•
Scalability

•
Efficiency

•
Portability

•
Flow control

•
Interactive support

•
Real time use


A new GVT algorithm, called SPEEDES GVT, has been developed in the Synchronous Parallel Environment for Emulation and Discrete-Event Simulation (SPEEDES) framework. The new algorithm runs periodically but does not disrupt event processing. It provides flow control by processing events risk-free while flushing out messages during the GVT computation. SPEEDES GVT is built from a set of global reduction operations that are easily implementable on any hardware system.

Introduction


Global Virtual Time (GVT) is defined as the earliest time tag of an unprocessed event in a distributed simulation [9,12]. While GVT, in theory, continually changes as events are processed, distributed simulations must update their estimate of GVT less frequently in order to keep synchronization overhead down to a minimum. There are a number of important reasons why distributed simulations are required to periodically update their estimate of GVT.

Reclaiming memory


First of all, optimistic simulations must save state information as events are processed in order to support rollbacks. State saving consumes valuable memory resources. Because events are never permitted to schedule other events in their past, it is always safe to return state-saving memory resources for events with time tags less than GVT. Therefore, the first, and most commonly understood, reason for updating GVT is to reclaim memory in optimistic simulations.

How often should GVT be updated for the purpose of reclaiming memory resources?


This depends on various factors. For example, if incremental state saving techniques are used, the simulation might be able to go long periods of time between GVT updates [25,29]. In fact, it is possible for some simulations to run to completion without ever restoring state-saving memory resources [27]. On the other hand, simulations using full state saving mechanisms, especially when object states are large, consume large amounts of memory and must perform GVT updates more frequently, use state skipping strategies to reduce memory consumption [5], or protect their memory by cancelback protocols [7,13]. With incremental state saving techniques becoming more popular, the requirement for frequent GVT updates (in order to return memory resources) has diminished. Frequent GVT updates are not always necessary for reclaiming memory.

Determining progress of the simulation


Secondly, GVT must be updated in order to determine the progress of the simulation. Often, simulations complete when GVT reaches a specified end time. It also may be important to monitor various performance statistics (such as rollbacks, antimessages, etc.) as a function of GVT in order to understand the simulation's overall performance.

How often should GVT be updated for the purpose of determining the progress of the simulation?


It is probably not important to update GVT very often just for collecting statistics. For example, if the simulation runs for ten minutes, then it might be sufficient to update GVT every ten seconds. It can, however, be important to determine GVT immediately when the simulation has reached its end time. It would be inefficient to waste time waiting for GVT to be updated when the simulation has actually completed processing all of its events. A good simulation completion mechanism should be able to detect when the simulation has ended [1].

Interactive simulation support


A third, and extremely important, reason for updating GVT efficiently is to support interactive distributed simulations. Events in distributed optimistic simulations are only allowed to release information to the outside world as they are committed. In other words, only events that have time tags less than GVT are ever permitted to output information to the external world.

How often should GVT be updated for the purpose of supporting interactive simulations?


GVT should be updated very frequently to support interactive simulations (the more often, the better). The goal of any interactive simulation is to minimize the time delay between its output and the input that it potentially receives from the outside world [23]. Humans (or external modules) receive information from the simulation as GVT is updated. This information actually corresponds to events that were processed with time tags between the previous GVT value and the new current GVT value. With rollback support, events can be introduced from the outside world back into the simulation with time tags as tight as the new GVT value.


In the worst case, the human views information from an event that occurred with a time tag value of the previous GVT. The user cannot interact with the simulation tighter in time than the simulation's current GVT. If GVT is updated more frequently, the worst case time difference is reduced. Therefore, GVT should be updated as frequently as possible, but not so frequently that synchronization overhead becomes a large factor.


The most important reason (and possibly the only good reason) for finding an efficient GVT algorithm is to support interactive simulations. The more efficient the GVT algorithm, the more often GVT can be updated by the simulation without affecting its overall parallel performance, thus allowing tighter interactions.

Messages In Transit and Flow Control


What makes GVT so hard to update is the fact that messages may still be in transit when the GVT algorithm is initiated. It is very possible that the unprocessed event with the earliest time tag in the simulation corresponds to a message that has been sent but not received.

How can GVT be updated when messages are still in transit?

Some approaches solve this problem by requiring acknowledgments for every message sent [4]. Of course, this doubles the total number of messages and can really hurt the performance of the simulation. Furthermore, it requires extra work to manage which messages have or have not been acknowledged. It is possible to use special hardware to aid in providing acknowledgments [20].


Other approaches acknowledge only the last message received from each node when the GVT algorithm is invoked (assuming FIFO message delivery) [17]. This reduces the total number of messages somewhat but can degenerate to O(n2) performance (where n is the number of processing nodes) when every node sends messages to every other node. The bookkeeping overhead may also be high. Each sending node must keep track of the messages that it has sent as well as finding the minimum time tag of unacknowledged messages when the GVT algorithm is invoked. This work could be substantial, especially when there is no flow control to limit the number of messages in the system. Still, another approach is to have each logical process (or simulation object) compute GVT information at its own rate [28], but this approach does not scale well when there are thousands of objects per node.

Is it possible to determine GVT without acknowledgments?


The answer is yes! One other strategy is to flush out all of the messages from the network when a GVT update is initiated. Once all of the messages are flushed out of the network, the message-in-transit problem goes away [18,24]. In addition to simplifying the GVT update problem, flow control is also provided with this approach in a natural manner.


Consider what would happen in a simulation if every event generated a new message. Further, suppose that each event took 1 ms to process and each message took 5 ms to send. Clearly this simulation would have a flow control problem. Messages would be generated at a faster rate than the capacity of the communications network. Without flow control, the network would become more and more congested with traffic as events are processed, thereby adding further delays to message arrival times. Flow control is essential in distributed simulations and is easily implemented in conjunction with GVT algorithms that flush out messages. Of course, in this example, the application would probably not benefit from speedup since communications overhead is so high. However, at least the network traffic would remain manageable.

The SPEEDES GVT algorithm flushes messages out of the system and therefore provides flow control.

Disrupting Event Processing


Some GVT algorithms run in the background without disrupting event processing [3,8,6,22]. However, many GVT algorithms are initiated periodically by invoking GVT requests among the processing nodes [4,17,18,24,28]. Normally, when a GVT request is made, event processing is suspended until the new GVT value is determined. This can be a source of inefficiency if GVT is updated frequently. For example, if GVT is requested every 100 ms and it takes 50 ms to compute GVT then the simulation will at best have an efficiency of 50%. On the other hand, if GVT is updated every five seconds, then the simulation will only have a 1% reduction in efficiency due to the GVT update cycle (which is negligible).


For supporting the tightest interactive simulations, GVT should be updated as frequently as possible. It is probably better, then, to choose an algorithm that does not stop event processing in order to update GVT unless the GVT algorithm is so fast (or the event granularity is so large) that very little event processing would be accomplished anyway during an update.


The SPEEDES GVT algorithm continues to process events while updating GVT in the following manner: When the SPEEDES GVT algorithm is initiated, event processing switches to its risk-free mode (i.e., events do not release their messages). All other messages that are still in transit are flushed out of the system. One very important note: If straggler messages are received, they will cause antimessages to be released so the flushing-out phase is a bit more involved than simply waiting for all messages to be received.


By allowing stragglers and antimessages to generate further antimessages during the GVT phase, flow control is provided for rollback and antimessages in addition to normal message sending. Each new cycle (after GVT has been updated) starts fresh without a swarm of antimessages waiting to be released to cancel bad messages that were sent in the previous cycle. This kind of flow control can greatly improve the stability of a distributed simulation, even in conservative strategies [14].

Risk and Optimism


Flow control has previously been discussed in the context of flushing out messages from the network. The SPEEDES GVT algorithm also provides flow control in terms of memory usage, antimessages, and over-optimism. Four input parameters are used in the SPEEDES GVT algorithm. These parameters extend the Breathing Time Warp algorithm to more completely merge the Time Warp and Breathing Time Buckets algorithms [24]. These four parameters also completely specify the SPEEDES GVT algorithm.

Tgvt:
This determines how often (in terms of wall clock time) GVT is updated. Tgvt is often not required because the Ngvt parameter can also determine how often (in terms of numbers of events) GVT is updated.

Ngvt:
The number of uncommitted events processed or the number of messages received by each node before requesting a GVT update. This, in conjunction with Tgvt, normally determines how often GVT is updated.

Nrisk:
The number of events processed beyond GVT by each node that are allowed to send their messages with risk. This is used to throttle the number of antimessages generated in a simulation. Messages that have not been sent by processed events must be included in the SPEEDES GVT algorithm. If Nrisk is less than Ngvt, and the event horizon is locally crossed (i.e., the next unprocessed event has a greater time tag than an unsent message), a GVT request is locally generated.

Nopt:
The number of events allowed to be processed on each node beyond GVT. This is used to throttle the amount of optimism in the simulation.


Tgvt can be set to infinity when interactive support is not required. The Ngvt parameter will cause GVT to be updated as needed. For interactive simulations, Tgvt should be the smallest time interval that is acceptable to support both reasonably tight interactions without causing too much overhead from GVT updates. For example, if it takes 10 ms to update GVT, then Tgvt should be roughly larger than 100 ms.


Ngvt should be set to a value that allows enough events to be processed each cycle to remain efficient. This value will be a function of the granularity of event processing in the simulation.


Nrisk is a parameter that allows events way out in front of the simulation (in terms of the number of local events processed beyond GVT) to hold back their messages. Observations have shown that instabilities in Time Warp are caused by antimessage explosions, not rollbacks [24]. A node that is way out in front of the rest of the simulation (and is therefore off the critical path) can rollback many times without affecting the rest of the simulation as long as it doesn't have to send antimessages to other nodes (which could affect the critical path). Nrisk should be set to a value that is large enough to keep the number of antimessages small.


Nopt is used to ensure that runaway nodes do not use up all of their available memory by processing events that are way out ahead of the rest of the simulation. This strategy alleviates most of the need for more expensive memory protection strategies such as the cancelback protocol and state-skipping algorithms.

Interactive Simulations


The traditional simulation and modeling community, with all of its formalisms for system modeling and statistical methodologies [19], has missed a very important use for simulations.

People want to interact with simulated environments!

Motivation


Nintendo and Sega-Genesis games are prime examples of simulation being used just for interactive entertainment. Casinos in Las Vegas are drawing large crowds to enjoy primitive yet highly entertaining virtual reality simulators. The military is pouring millions of dollars into Distributed Interactive Simulation (DIS) simulators for combat training. DIS Protocol Data Units (PDUs) are being defined and standardized by IEEE [16]. Clearly (especially when looking at the amount of money involved in these industries), people want to interact with simulated environments, whether it is for fun or for training purposes.


Yet, there are other applications for interactive simulations that most people in the parallel simulation community have completely overlooked. Imagine what could be done with an optimistic simulation that never requires garbage collection. One could run the simulation from start to finish and then visualize and/or interact with any of the simulated objects at any simulated time through the use of rollback and roll-forward mechanisms. The simulation would not even have to run on a distributed system or on a parallel machine to benefit from rollback support. Of course, all of this only makes sense when using efficient incremental state-saving techniques [25] and on machines that have enough memory (possibly using virtual memory).


Optimistic tools for these problems are extremely powerful, especially for simulations that are used to aid in understanding complex processes. Users could run their simulation and then examine the states of various objects anywhere in simulated time (through the use of rollbacks). Users could inject "what if" types of events into the simulation to test ideas or hypotheses, to do parameter optimizations, or simply to visualize the complex behavior of their simulated entities. Rollback / roll-forward based simulators offer the best way to support these operations, especially if lazy cancellation with tolerances is used to reduce the effect of rollbacks as new events are being injected into the simulation. Lazy cancellation with tolerances allows events that have been rolled back to be rolled forward instead of reprocessed if the critical state values used by the event are roughly the same as when the event was first processed [25].


As a spin-off from this idea, imagine that it is important to be able to predict the future based on current real-world, real-time data in critical situations. GVT could be throttled by the wall clock (for garbage collection) as live data feeds into the simulation which generates events.


As an example of this, suppose that we are required to monitor and control a complex spacecraft on its way to a remote planet in our solar system while telemetry data is being received in real time. A conservative approach would be to use the telemetry data to set (or really calibrate) the current state values of the simulated spacecraft, and then run the simulation every so often (say every half hour) to determine future states of the spacecraft. Probably, each time the simulation is run in this conservative time-driven manner, a large fraction of the same computations are repeated. A much more efficient (and accurate) way to provide this capability would be to let the live telemetry data feed into an optimistic simulation, rolling back only things that have changed. Lazy cancellation with tolerances will keep the number of reprocessed events down to a minimum.


Again, optimistic simulators are the best way to support these types of real-world, real-time, decision-aid tools. As a secondary benefit (but not the necessarily the prime benefit), obtained by using optimistic methods, simulations can take advantage of parallel processing if more computational power is needed (but again, that is not the primary reason here for introducing the optimistic simulation technologies).

Interactive synchronization issues


Various optimistic simulators claim to be interactive, but this claim is frequently misleading. For example, it is not unheard of for someone to say, "Our system is interactive. You run it first – then look at the output – change some parameters – and then run it again." This is not what interactive simulations are all about! Below is a list of requirements for interactive distributed simulators:

1.
Interactive simulators must allow users to inject events into the live simulation while it is running.

2.
Efficient interactive simulators must allow users to respond to output from the simulator with minimal delay.

3.
Users should be able to query the current states of simulated entities without delay.

4.
Any event should be able to send data to the outside world without causing special synchronizations (i.e., GVT updates).

5.
Distributed interactive simulations should potentially support multiple users that dynamically enter or exit the simulation from various network locations.

6.
External modules that receive data from multiple nodes must maintain their own estimate of GVT and are never permitted to display information beyond their GVT value. This should be done efficiently without requiring long distance acknowledgments at the application layer for every message.


The first requirement rules out the interact-in-between-run strategy mentioned above. Interactive simulations must allow the user to participate with the simulation while it is running.


The second requirement really motivates the need for very frequent and highly-efficient GVT calculations. Data is only released from the simulation as events are committed (right after GVT is updated). This data corresponds to past events that were processed from the last GVT to the new GVT (the new GVT defines the current simulation time). The user can then inject events with time tags at GVT but no earlier.


The third requirement actually works very well in optimistic simulations if the query event is time-tagged with the current GVT. Normally, optimistic simulations must wait until GVT is updated before releasing data to the outside world. However, if the query event is time-tagged at GVT, then (by definition) it cannot be rolled back (note, this implies that a processed event is not rolled back when a straggler message arrives with the same time tag). Therefore, as users inject query events into the simulation, those query events should be time-tagged to GVT and then immediately processed. The query event releases its output back to the user immediately. It really does make sense to time-tag query events at GVT because users normally want to know the state of an object "now" (and "now" is defined as the current GVT).


The fourth requirement rejects methods that define special GVT synchronizations when data is released to the outside world [2]. It is possible to funnel data from processed events to a special object in the simulation and then have that object schedule a special synchronization event which causes a GVT update so that it can release its data to the outside world, but this is not a very desirable mechanism. It is also not clear how to schedule such an event appropriately since it mixes up simulation times with interaction times. For example, what if the simulation could do 10 GVT updates between each specially scheduled synchronized output event. Clearly, this approach is less efficient than the SPEEDES approach that allows events to release their data after GVT is updated and events are committed. From a practical sense, it is also more reasonable to let events directly send messages to the outside world.


In SPEEDES, events are actually C++ objects that "act" on passive simulation objects. This means that events can store output message buffers which can be released to the outside world as events are committed. SPEEDES supports this by calling a special commit() virtual function (provided by the application) for each committed C++ event object right after GVT is updated. This allows events to release their data in any format desired.


The fifth requirement forces hybrid methods into the synchronization strategy. It makes no sense to force an interactive user (possibly thousands of miles away) to participate in the high-speed GVT algorithm, especially if GVT needs to be updated every 100 ms. Furthermore, imagine what would happen if a remote user's machine crashes. We cannot allow this situation to bring down the entire simulation. Therefore, dynamic connections and disconnections must be supported using hybrid synchronization strategies.


In SPEEDES, when data is sent from an event to an external module, a barrier may be established to hold back GVT until the external module replies with another message. If the external module crashes for some reason, the barrier is easily removed as the TCP/IP communication socket is closed. An example of this is shown in Figure 1 where the Real-time Situation Display (RSD) graphics package obtains time updates from the simulation.


The sixth requirement is very difficult to meet. Imagine that an external module is receiving messages from various nodes in the simulation. How does it know what time it can safely process or display the data? The external module must have its own estimate of GVT in order to safely process the data that it has received [27]. This topic is of extreme importance and will be discussed in the remainder of this section.
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Figure 1: Hybrid synchronization. The Real-time Situation Display (RSD) sends a message to the parallel simulation. The message is time-tagged by SPEEDES to the current GVT value. A barrier is set up inside of SPEEDES to hold back GVT if for any reason the RSD does not respond quickly enough (for example, GVT3 has been held back to GVT1 + Barrier because the RSD took too long to process its third cycle).

Synchronizing external modules


The SPEEDES approach for solving the problem of determining GVT for external modules is to use a special gateway TCP/IP communications server called the Host Router. SPEEDES automatically opens a socket connection from each of its processing nodes to the Host Router as the simulation initializes. In a similar manner, external modules also connect to the Host Router by opening a socket. All messages from events on a given node use the same socket for their communications to the Host Router. The Host Router then funnels messages from each node into a single stream that is delivered to the external module. In a reverse manner, external modules send messages for any particular simulation object through their socket to the Host Router which then routes the messages to the appropriate node that contains the target simulation object. SPEEDES reads the message when it arrives on the node and turns it into an event for the target simulation object.


Now, assume that starting at simulation time, t = 0, events in the simulation need to send messages to the external module. These messages might be generated by events on any or all of the nodes. Each message is given a time tag that is identical to the time of its sending event. As these messages arrive at the Host Router, they are queued for delivery to the external module in the same order that they are received by the Host Router (in other words, somewhat randomly). As the external module reads these time-tagged messages, it needs to know a time value at which it is safe to process, or in the case of graphical tools, display information to the user.


This is accomplished by having a special simulation object (call it SyncObject) on one of the nodes (say node 0) that provides simulation time information to the external module. This object also provides flow control which keeps the simulation from flooding the external module with more messages than it can handle. How does this all work?


Since the simulation starts real event processing at time t = 0, a barrier is set up at time - (where  is a very small quantity). GVT is not permitted to advance beyond this time until the external module connects to the Host Router (which opens a new socket, creating a new  socket id) and then sends its first message over to the SyncObject that is on node 0 of the parallel simulation. This first message removes the barrier so the simulation is free to advance its global virtual time. The first message received by SyncObject schedules an event for each of the other nodes to make this socket id globally known. These events are time tagged at -/2 so that the external module's socket id is known before time t = 0. When GVT is able to advance beyond time 0, each node has the correct socket id for the external module so that as events are committed, they can correctly identify and send their messages to the external module.


Now, at the same time that the SyncObject sends the socket id messages over to the other nodes, it also sends back a message to the external module indicating that it is at time -. Furthermore, a SPEEDES GVT barrier is set up T simulation time units into the future to prevent the simulation from getting too far out ahead of the external module (just in case the external module falls behind). T is a run-time (or calculated) parameter that prevents the external module from ever falling more than T units of simulation time behind the parallel simulation. The basic flow of messages at the start of the simulation is given in Figure 2.


After initialization, the external module simply receives messages from various events as they are committed on their nodes while ping-ponging special synchronization messages back-and-forth with the SyncObject. Every time SPEEDES receives a message from the external module, it removes the barrier that was previously established. When running in the aggressive mode, this message is automatically time tagged to 
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Figure 2: Sequence of initial messages related to the connection of the RSD to the simulation. First, the RSD connects to the Host Router which relays the first message to the SyncObject on node 0 at time -. Then the RSD receives a message back telling it that the time is -. At the same time, messages with the socket id for the RSD are sent to nodes 1, 2, and 3. At time 0, the first real simulation events are processed. Later, when GVT is computed for the first time, messages from events with time tags between 0 and GVT1 are sent to the RSD. Messages will be sent after every GVT update as events are committed. While this occurs, the RSD will continue to request time updates from the SyncObject on node 0.

GVT by SPEEDES in order to allow the external module to interact as frequently as possible with the simulation (a very desirable thing when the external module is displaying graphics). An optional, non-aggressive mode lets the external module assign a time tag to the message for more strict synchronization. As the message is processed, it creates a new barrier T simulation time units into the future and then relays its event time back to the external module. This is shown in Figure 3.
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Figure 3: The Real-time Situation Display (RSD) graphics external module sends messages through the host router to the SyncObject object which is inside the parallel simulation. These messages are automatically time tagged to the simulation's current GVT value and then an external GVT message is sent back to the RSD which updates its external time. Meanwhile, time-tagged messages are sent to the RSD from possibly all of the nodes at the end of each GVT cycle as events are committed. This mechanism insures that the RSD always receives all of its messages with time tags that are less than its current external GVT value. Thus, it is safe for the RSD to update its display using its current external GVT value.


Since the SyncObject's message (assuming the aggressive mode is used) is time-tagged to GVT, its corresponding event could send time information back to the external module right away since the event will never be rolled back. However, care must be taken to avoid a race condition if the external module sends more SyncObject messages during the same GVT cycle. If this ever happens (i.e., if a second SyncObject message arrives before GVT is updated), the time information should not be released right away, but should instead be sent when the event is committed. This eliminates the potential race condition.


Is it safe now for the external module to process the messages it has received with time tags less than the time value of the latest SyncObject message that has been received? The answer is, "not yet!"


Consider what would happen if a node sends an event message with time tag 10 over to the Host Router during the commit phase, but for some reason, the Host Router is not able to read the message right away. The sender (at the application layer, not the transport layer) thinks that the message has been delivered, but in reality, it has not yet been read by the Host Router. Meanwhile, assume that the new GVT value is now 11 and a time message is sent from the SyncObject to the Host Router. It is very possible that the time message (with time tag 11) is read by the Host Router before the event message with time tag 10 is read. When the messages are queued up for transmission to the external module, a time error will occur because the event message with time tag 10 arrives after the time update message with time tag 11. How is this problem solved?


The problem is solved by adding one more simple mechanism to the Host Router protocol. Whenever a node sends a message to the Host Router during a GVT cycle, it asks for an acknowledgment after its last message has been sent. Because of the FIFO (or stream) nature of TCP/IP, when the response comes back from the Host Router, each node can be guaranteed that its messages have been read by the Host Router and are queued up for transmission to the external module. A global sync after each node receives its acknowledgment guarantees that the Host Router has actually read all of the messages that were sent in a given GVT cycle. Because the Host Router normally runs on a machine that is local to the SPEEDES parallel simulation, long distance acknowledgments across wide area networks are not required.


With this logical structure in place, an external module can safely process its messages up to the time tag of its last received time-synchronization message.

Scalable Communications


One of the most critical issues, when focusing on the subject of synchronization in distributed simulations, is in specifying the appropriate set of communications operations that are scalable (or at least efficient) on all hardware platforms [15]. It would be a mistake to assume that only message passing primitives can be used for synchronization (especially when shared memory, global reduction networks, etc. are provided in hardware). Furthermore, it would be a mistake to assume any particular network topology when defining global reduction operations. For example, binary tree reduction algorithms may be optimal for hypercubes but are certainly not optimal for workstations interconnected through Ethernet.


Therefore, we have defined a set of encapsulated synchronization and communication operations that may be supported differently on different hardware platforms, and are able to take advantage of network topologies and hardware support  when available. Once we have specified these important synchronization/communication operations, we can build our GVT algorithm in a platform-independent manner.

Non-blocking synchronizations


One very important operation that should be supported as efficiently as possible is for a node to be able to request a global synchronization without blocking [11]. This is used by each node as it requests a GVT update. This request should be provided without stopping event processing. When the last node makes its GVT update request, all of the nodes (roughly) simultaneously break out of their event processing in order to compute a new value for GVT. The new value for GVT is then cooperatively updated by all the nodes in an efficient and scalable synchronous manner. Let's call this first operation nb_sync. As its partner, a second operation called nb_check, returns a flag indicating when all of the nodes have issued their calls to nb_sync. How is this supported in a scalable manner over a wide variety of networks?


One technique (originally developed on the old Mark III Hypercubes developed by JPL and Caltech) was to use a global hardware line that was connected to each node. The default voltage on the global line was set to a nominal value by each node. As each node issued its call to nb_sync, its applied voltage was turned off. Thus, when the last node issued the nb_sync call, the voltage on the line was effectively zero. With hardware support, an interrupt was then fired on all of the nodes. In the interrupt handler, a flag (used by the nb_check operation) was set in order to indicate that all of the nodes had completed the fuzzy barrier.


On networks of workstations, a server may be used to support the nb_sync function. Each node sends a message to the server as it issues its nb_sync. When the server receives this message from all of the nodes, it sends back a special message to each node indicating that the fuzzy barrier has completed. The nb_check operation simply polls for this message in order to determine when all of the nodes have completed the fuzzy barrier.


On shared memory workstations, this operation can be provided very efficiently without using potentially expensive semaphore system support by using binary tree structures that keep readers and writers consistent (note, we observed a speedup in supporting the nb_sync operation of about 2,000 when not using UNIX semaphores on shared memory Sun Workstations). Networks of shared memory workstations can be hooked up to a server in order to provide non-blocking synchronizations in a very efficient manner where each machine (not each processor of each machine) exchanges messages with the server.


Global reduction networks (constructed as high-speed binary tree networks of fast registers) have been explored that connect workstations together through standard VME bus interfaces [21]. These global reduction networks are extremely fast and can provide non-blocking synchronizations very easily by simply counting up the number of nodes that have made the request. When the number is equal to the number of nodes, each node can easily detect that the fuzzy barrier has been completed. This type of global reduction support is also provided in hardware on Thinking Machine's CM5 and could be used in a similar manner to provide non-blocking synchronizations.


On hypercube, mesh, or other types of parallel computers, the nb_sync operation could be supported in a number of scalable ways. One way would be to pass background messages in a tree structure, much like the global reduction network and shared memory approaches. The top node of the tree would then issue a broadcast (possibly using the same tree structure in reverse) back to the rest of the nodes indicating that the non-blocking synchronization has completed. Another way to support this would be to have each node communicate with its neighbors that it has issued an nb_sync. When the node receives these same messages from each of its neighbors, it repeats the operation over and over until all of the nodes have effectively communicated with each other. For hypercubes, this operation takes log2(n) iterations (where n is the number of nodes). For two dimensional meshes, this operation may take sqrt(n) iterations.

Global reductions


A second important type of operation involves computing globally reduced results of integer or double precision values. An example of this might be to determine the Global Virtual Time as the minimum of each node's local virtual time. A second example of this might be to determine how many messages are still in transit by having each node keep track of the number of messages it has sent and the number of messages it has received. The number of messages still in transit would then be the global sum of the number of messages sent by each node minus the global sum of the number of messages received by each node (this can be done in one step). This operation is used by the GVT algorithm in order to flush out messages that are still in transit in order to obtain the true value for GVT.


Other than the global hardware line approach, global reductions can be supported through mechanisms very similar to the nb_sync and nb_check operations except that they are done synchronously in a blocking manner. Non-blocking versions could also be supported but they are typically not necessary so we will assume that global reduction operations are always done in a blocking manner. If we really need to perform a non-blocking reduction operation, we could use an nb_sync first, followed by the global reduction (after the fuzzy barrier has been completed) to achieve nearly the same effect.

Multirouter


One very important type of operation used in synchronous parallel applications (and used extensively by the Fixed Time Bucket, Breathing Time Buckets, and Breathing Time Warp algorithms in SPEEDES) [24] is the multirouter. Multiple messages with arbitrary destinations from each node are given to the multirouter which then routes these messages in a synchronous manner. After the route command is given, each node is assured that all of its incoming messages (sent by other nodes) have safely arrived. The received messages can then be processed with assurance that no other messages will arrive in this cycle from the multirouter.


On hypercubes, the Crystal Router algorithm can be used to support the multirouter in a scalable manner. Each node determines which of its messages need to first go through channel 0 in order to get to its destination. A large meta-message (actually containing many messages packed into a single buffer) is constructed by each node and sent to its neighboring node through channel 0. Each node then repeats this step using channels 1, 2, etc.. By the time log2(n) iterations have completed, each node will have its complete set of messages. This approach (along with several variants) could be supported for other network topologies, such as meshes, etc. in a similar manner with performance given by topology.


In the SPEEDES Intel Paragon multirouter code, each processor saves messages in a local array of buffers, where one buffer is dedicated to each of the n-1 possible destination processors. When the route command is executed, each processor posts n-1 asynchronous sends and receives and then blocks until the operations have completed. While this approach does not scale for the largest machines imaginable, it has been measured to outperform the more scalable strategies.


On networks of workstations, a server could again be used to receive and transmit messages to the various nodes. Each node packs a large meta-message (containing many messages) and sends it to the server. When the server receives a meta-message from each of the nodes, it then untangles the meta-messages and generate new meta-messages for each node with their appropriate set of packed messages.


The multirouter has been efficiently supported on shared memory workstations without using potentially costly semaphores by defining a separate piece of shared memory for each node (i.e., there are n separate shared memory segments shared by each node on a machine). Each node copies its sending messages into its buffer along with a header that links messages for the same node in a linked list. Then, in another carefully arranged shared message segment, each node receives a pointer to the first message from each node. Each node simply goes through its set of linked messages (one created by every other node) in order to extract all of its received messages. The shared memory multirouter can be connected to a server in a straight-forward manner to efficiently support multiple shared memory workstations over a network.

Asynchronous message sending


General asynchronous message passing is normally provided as the foundation of every parallel and distributed network. The only extra requirements that we add are:

1.
Messages must be sent reliably in order to ensure correctness of the simulation (i.e., TCP/IP – not UDP/IP for Internet communications).

2.
Broadcasts must be supported making the best use of the network. If native broadcast hardware support exists, it should be used.

3.
Non-blocking message sending mechanisms must be used to ensure that when input buffer space is full on another node, and that node does not happen to be reading data, the sending node does not block (we do not assume interrupt support for message reading as messages arrive). This means that for a network of workstations, nodes are not allowed to directly write to each other. Either a daemon process must be used (i.e., the PVM approach) [10] or a dedicated message server (or possibly servers) must be provided to immediately receive and route messages.

SPEEDES Communications Library


These communication services have been codified into a single library, the SPEEDES Communications Library, which runs on a number of hardware platforms [26]. While this library has been specifically designed to very efficiently support the fundamental synchronization and message-passing needs of parallel and distributed simulations, it actually provides a very useful set of general distributed programming operations. The SPEEDES Communications Library could be used to support applications other than parallel discrete-event simulations.

The SPEEDES GVT Algorithm


The new SPEEDES GVT algorithm is featured in the Breathing Time Warp algorithm in SPEEDES. Events are processed in cycles defined by GVT updates. At the start of each cycle, each node processes events and requests a GVT update when any of the following conditions occur:

•
Tgvt seconds have elapsed since the start of the cycle.

•
Ngvt locally uncommitted events have been processed.

•
Ngvt messages have been received locally.

•
The event horizon has been crossed.

•
The node has reached its end time.


Note that as nodes cross their local event horizon, they may broadcast their time to other nodes which may then allow those nodes to make GVT requests as well (for further details, see the discussion of asynchronous broadcasts in the Breathing Time Buckets algorithm described in reference [23]).


Only messages from the first Nrisk events are released with risk. The rest of the messages are held back until the new GVT value is computed. This prevents runaway nodes from flooding the network with bad messages and antimessages. If a node ever processes Nopt uncommitted events beyond GVT, it stops event processing. This feature helps to stop runaway nodes from consuming all of their memory. Nrisk and Nopt are the two flow control parameters used by Breathing Time Warp.


When a node requests a GVT update, it calls the nb_sync() function and then continues to process events. SPEEDES locally calls nb_check() between processing events in order to determine when it is ready to update GVT. When this occurs, each node breaks out of its normal event processing and calls the find_gvt() routine (see the simplified C++ listing below).


The find_gvt() routine first sets a flag called gvtupdate that is used by the process_event() method to prevent messages from being sent as new events are processed. The find_gvt() method tries to flush out all of the messages that are still in transit from the network by calling the messages() and antimessages() methods. It should be noted that these methods may release new antimessages into the network when rollbacks occur. The find_gvt() method then enters the fuzzy barrier while continuing to process events, read messages, and read antimessages. Once all of the nodes have exited the fuzzy barrier, a quick check is made to see if there are any messages still in transit. If so, then the flushing-out process repeats. Once all of the messages have been flushed out of the network, the global virtual time is computed as the minimum time tag of either an unprocessed event, an unsent message, the end time of the simulation, or the time tag of an expected message from the outside world.

void C_BTW_EVTQ::find_gvt() {

// Set the GVT update flag so that messages will not be

// sent when processing events


gvtupdate = 1;

// Process events while flushing out all of the messages that

// are in transit. Each node loops and first tries to read messages

// and antimessages. When a node has no more messages or

// antimessages to read (more might come later) it enters a

// fuzzy barrier and continues


while (1) {

// Read messages and antimessages



messages();



antimessages();

// Enter the fuzzy barrier and continue processing events

// risk-free while also checking for messages and antimessages

// that might be arriving.



nb_sync();



while (nb_check()) {




process_event();




messages();




antimessages();



}

// At this point, all nodes have crossed the fuzzy barrier and

// it is time to check if there are any messages in transit.

// If the check messcount is zero, then all of the messages

// have been flushed out of the system and we can safely

// determine GVT. Otherwise, we loop again.



if (twosmess->check_messcount() == 0) break;


}

// The next unprocessed event time tag is retrieved from

// the SPEEDES_Qheap (the event list data structure used

// by SPEEDES), and is then compared with the event horizon

// and the end time of the simulation. The minimum value is used.


GVT = SPEEDES_Qheap.get_time();


if (event_horizon < GVT) GVT = event_horizon;


if (GVT > tend) GVT = tend;

// Check if barriers have been set up for external messages.

// We can't let GVT advance beyond the time of an expected

// message from the outside world.


tblock = objects->get_tblock();


if (tblock < GVT) GVT = tblock;

// The last step is to perform the global reduction operation to

// determine the minimum GVT value from each node.


scombine((int *)&gvt,MINDBL,sizeof(double),1);

// Reset the GVT update flag.


gvtupdate = 0;

}


After GVT has been updated, each node goes through its set of locally processed events with time tags less than the new GVT value and releases their generated messages to the multirouter if they have been held back. Furthermore, each event's commit() routine is also called to permit messages to be safely released to the outside world for interactive support.


It is possible that after the multirouter routes its messages, some of the incoming messages may cause rollbacks. If an event that has not released its messages is rolled back, it simply discards those messages (assuming that lazy cancellation is not enabled for that event type). Antimessages may be generated (although it is rare) for events that have already released their messages.

Performance


To study the performance of the new SPEEDES GVT algorithm, we used a "toy" simulation (a fully interconnected queuing network) for performing benchmarks. In the future, we will measure the performance of some real-world applications that have been built in SPEEDES. For simplicity, we chose to simulate 200 servers per node on the following different hardware platforms.

•
6 node shared memory using an 8 node Sun Workstation.

•
6 node distributed shared memory (using a 2 + 4 node shared memory configuration) running on the same Sun Workstation with a TCP/IP communications server.

•
6 node Intel Paragon.

•
64 node Intel Paragon.


Table 1 shows approximate timings for the communication operations used by SPEEDES. Figure 4 plots the efficiency (i.e., speedup divided by the number of nodes) for each of the four hardware configurations as a function of how often GVT is updated. We see that the 6 node shared memory results are virtually insensitive to the GVT update rate since the synchronization operations are so fast. The 6 node distributed memory results were also fairly insensitive to the GVT update rate but because the communications overhead was so high compared to the event granularity, no speedup was achieved. The 6 node Paragon results show that GVT can be updated faster than every 100 ms while still remaining efficient. The 64 node results indicate that GVT should not be updated more frequently than about every 100 ms in order to remain efficient. All of these measurements confirm that our GVT algorithm is working very well under completely different hardware configurations.

Table 1: Approximate communication timings.


6 Node

Sh. Mem.
6 Node

Dist. Mem
6 Node

Paragon
64 Node

Paragon

Fuzzy Barrier
30-60 s
6-7 ms
425 s
1.2 ms

Global

Reductions
30-60 s
6-7 ms
425 s
1.2 ms

Sync.

Multirouter
29 s per

message
3.3 ms per

message
129 s per

message
142 s per

message

Async.

Messages
40 s per

message
2.9 ms per

message
208 s per

message
176 s per

message


One very interesting thing that we found in our measurements was that the number of rollbacks and antimessages actually decreased as we updated GVT more frequently. This indicates that our flow control mechanisms are working as claimed. It is important to note that the "toy" queuing network used for these benchmarks was a very well behaved simulation (excellent load balancing, decent lookahead, and lots of objects). A more interesting study would be to run a less well behaved simulation that becomes unstable using traditional optimistic approaches (see [24] for such an example). We expect our flow control techniques to dramatically improve performance in poorly behaved simulations.
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Figure 4: Efficiency (relative to an optimized simulator) as a function of GVT update rate.

Summary


This paper addressed the fundamental concepts that motivate the new SPEEDES GVT algorithm. The main reason for needing a fast GVT algorithm is not to reclaim memory that was used for state saving. Incremental state saving techniques alleviate this problem and possibly allow the simulation to go long periods of time before garbage collection is needed. Instead, the main reason for wanting a fast and efficient GVT algorithm is to support interactive parallel, distributed, and even sequential optimistic simulations.


The message-in-transit problem that makes updating GVT so difficult has been solved by choosing to flush out all messages in transit during the GVT update phase. By doing this, needed (and often overlooked) flow control is additionally provided. The SPEEDES GVT algorithm continues to process events while messages are being flushed out of the network, but new messages that might be generated are not immediately released. It is possible for a substantial amount of useful work to be done processing events while flushing out these messages.


Extensions were made to the Breathing Time Warp algorithm to more generally specify how Time Warp (with maximum risk) transitions into Breathing Time Buckets (no risk) and how GVT requests are generated. Using four run-time parameters, the new Breathing Time Warp algorithm can be made to run Time Warp, Breathing Time Buckets or anywhere in-between, thus giving a true handle on the amount of risk allowed in a parallel discrete-event simulation.


Interactive simulations were discussed along with some of their general requirements. External modules must never participate in the high-speed internal GVT algorithm because of their potentially large communications latencies. A lengthy explanation of how an external module correctly determines its own GVT apart from the rest of the simulation showed not only the complexity of the problem but also how to correctly and efficiently keep the external module synchronized.


The paper then discussed what types of communication, synchronization, and global reduction operations can be supported in a general, scalable, and portable manner. These operations include: general asynchronous message passing, synchronous multiple message passing (the multirouter), fuzzy barriers, and global reduction operations. We discussed various strategies for implementations on different architectures.


Finally, we provided an overall description of the new SPEEDES GVT algorithm along with C++ pseudo-code. A brief section on performance showed that our algorithm does perform well on a number of different hardware architectures. We also found hints in these measurements that our flow control mechanisms slightly help performance for the toy queuing application we used for benchmarking.
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