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ABSTRACT

A new X/Motif three-dimensional interactive graphics package has been developed at JPL that is integrated with the Parallel and Distributed Computing Simulation (PDCS) effort (a military simulation for the National Test Facility). This graphics package displays the activity modeled in the simulation while also supporting user interactions.

The SPEEDES operating system supported the PDCS effort by providing an optimistic parallel discrete-event simulation environment with interactive capabilities. Flow control and correct time-tagged message handling are provided by defining the graphics as an external module to SPEEDES. Interactive support for users to query, monitor, and/or to issue commands through the graphics have been provided.

INTRODUCTION

Graphical visualization is one of the most useful means for simulation users  to comprehend their complex problems. For example, military simulations often involve high-fidelity, multitarget tracking algorithms. Three-dimensional graphics may provide the best way to visualize complex tracking results to the outside world. As a second example, users may want to interact with simulated objects while the simulation is in progress. Those interactions may involve extracting current information from the object, monitoring its activity, and/or modifying its behavior through user-defined commands.

The term interactive simulation can mean different things to different users. In this paper, interactive simulation is defined to be one that supports human participation while the simulation is in progress. Simply viewing the output of a completed simulation run in order to modify its input file for the next run is not an interactive simulation. Humans must be able to affect the outcome of a simulation while it is running in order for it to be classified as interactive. While noninteractive simulations may produce live results that can be used to drive user-friendly graphical displays, interactive simulations must provide two-way support. Users must be able to generate events back in the simulation in order for it to be classified as fully interactive.

When considering graphical user interfaces for data visualization, it is important to distinguish the user-friendly features of the graphics package from true interactive simulation capability. For example, military simulations typically use three-dimensional graphical displays to view a simulated battle. A good user-friendly graphics package will provide full human control over the display window. Users may feel that they are interacting with the simulation when, in fact, they are only interacting with the graphics. Figure 1 shows how a live simulation drives a graphics module with user interactions confined to the graphics. Note that the simulation time, Tk, may be different than the viewed graphics time. In all simulations, Tj is always less than, or equal to, Tk.
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Figure 1: Noninteractive simulation systems.

Figure 2 shows a fully interactive simulation that involves two-way communications between graphics and the simulation. Users interact with the simulation through the graphics interface. It is the responsibility of the graphics program to transmit user interactions to the simulation. Methods must be established between the graphics and the simulation to support such interactions.
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Figure 2: Fully interactive simulation systems.

Assuming the graphics package provides the only interface between users and the simulation, users perceive the time evolution of the simulation through its provided display. It is essential for time to be correctly managed. For example, it would be an error to display the positions of moving objects at inconsistent time values. As a further consideration, the time representation of the graphics must always be somewhat behind the global time value of the simulation. Results from the simulation are only sent to the graphics after events have been processed (or when they are committed in parallel simulations). This means that the graphics receives periodic updates when events are committed. To support the tightest human interactions, it is essential to keep the graphics simulation time close to the simulation's global time.

Some important axioms for interactive simulations are given below. 

1.
External modules (graphics) can be synchronized to a parallel discrete-event simulation. 

2.
Graphics must display information with a consistent time value. This time value is always somewhat behind the global simulation time. To be effective, interactive simulations must keep this delay to a minimum.

3.
Interactive graphics allows humans to view and control the simulation. This means that humans can obtain detailed information from any or all of the simulation objects and users can also modify their behavior.

This paper discusses the global synchronization of the simulation with the graphics, local time management within the graphics, the basic design of the graphics, and then some of the user-friendly interactive features.

GLOBAL SYNCHRONIZATION

Solving the synchronization issues for parallel and distributed interactive simulations are of key importance (Loral 92, Gordon 92). Unless these issues are carefully addressed, graphical displays may depict erroneous information, fall hopelessly behind the simulation, serialize the simulation, or cause faults and even crashes to occur. The interactive Synchronous Parallel Environment for Emulation and Discrete Event Simulation (SPEEDES) operating system has all of the necessary tools to solve these problems (Steinman 92a).

Interactive SPEEDES

Interactive SPEEDES is a unique parallel/distributed operating system for building parallel discrete-event simulations. It supports various state-of-the-art conservative and optimistic synchronization strategies, such as Fixed Time Buckets, Time Warp (Jefferson 85), Breathing Time Buckets, and Breathing Time Warp. It also has built-in support for interactive simulations (Steinman 92a). This paper does not address the synchronization issues for supporting parallel discrete-event simulations (Fujimoto 90). Rather, it outlines the methods for synchronizing the three-dimensional Real-time Situation Display (RSD) that was used in the Parallel and Distributed Computing Simulation (PDCS), developed for the National Test Facility (Steinman 93b).

At the core of the PDCS effort is the SPEEDES operating system. SPEEDES provides the discrete-event simulation environment and rigorously synchronizes all of the external modules. These external modules are: the parallel battle planning modules built by the Los Alamos National Laboratory (LANL), and the RSD interactive graphics package built by the Jet Propulsion Laboratory (JPL).

SPEEDES normally runs on either multiple workstations or on parallel supercomputers. At the start of the discrete-event simulation, each SPEEDES process creates its set of local simulation objects. A special communications server, called the Host Router, receives information from each of the SPEEDES processes providing the names and IDs of  their local objects. After the SPEEDES simulation has been initialized, the Host Router knows how to locate all of the SPEEDES simulation objects. External users can extract this information by connecting to the Host Router through a simple interface called the Host User. The Host User supports various interactive features that will be mentioned later in this paper. The external module feature is discussed below.
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Figure 3: Configuration of the SPEEDES parallel discrete-event simulation with the Host Router and the RSD Graphics.

Initialization of the PDCS and the Graphics

The PDCS discrete-event portion of the simulation knows that the RSD will make a connection, so in its initialization, a barrier is created in SPEEDES at the simulation start time. This barrier prevents the global virtual time (GVT) from progressing beyond the simulation's start time until the RSD makes its connection. Events are optimistically processed beyond this barrier, but they are not committed until the connection is established. It is assumed that the RSD process is started after the simulation is initialized.

With the Host User interface, the RSD process (when it starts up) requests the ID for an object called GRAPHICS000. Each SPEEDES process in the PDCS has a graphics object called GRAPHICS000, GRAPHICS001, etc. for each process ID. Once the RSD knows the ID for the graphics object on processor 0, it establishes a connection. This connection goes from the RSD to the Host Router, and then from the Host Router to the GRAPHICS000 object. The Host Router, being the communications server, knows how to break the connection if for some reason the RSD goes down. The RSD now has a logical connection to the GRAPHICS000 object.

When the RSD makes its first connection to the GRAPHICS000 object, the SPEEDES barrier is removed and GVT is allowed to advance. This connection is actually established when the RSD sends its first request_GVT external message, resulting in an event being created for the GRAPHICS000 object. In the header of this external message is the RSD's external module ID. It is essential for all of the SPEEDES processes to know this ID so that they can send their own graphical information back to the RSD. This is accomplished by having the first event immediately schedule events for all of the GRAPHICSXXX objects on the other processors. These second events, then, pass the RSD external module ID to each of the GRAPHICSXXX objects in the discrete-event simulation. Any object in the discrete-event simulation can send information out to the RSD by obtaining its external ID from its local GRAPHICSXXX object.

SPEEDES to Graphics Messages

After all of the initialization is done, messages are sent from the parallel discrete-event simulation to the RSD. These messages can define graphics objects, release sequences of equations of motion that describe the position and velocity of moving objects as a function of time, add or remove links that show which sensors can see their nearby objects, and target impacts. These external messages are all time tagged with values greater than, or equal to, the events that sent them. External messages are only released when the SPEEDES events are committed. This means that incorrect external messages are never released by the simulation to the graphics. As the simulation progresses, the graphics receives time-tagged messages from multiple SPEEDES processes.

Some important questions arise. First of all, what happens if the graphics is slower than the simulation and can't keep up? This is really a flow-control issue. Secondly, how does the graphics know when it is safe to advance its time? In other words, how does the graphics determine its internal time value, Tgvt, so that no external message with a time tag less than Tgvt will arrive from the simulation. This second issue is a basic timing issue. If these two problems are not addressed, the graphics may fall so far behind the simulation that user interactions are meaningless, or it may display erroneous information.

Flow Control

Through hybrid synchronization methods, interactive SPEEDES supports external modules with the Host User interface. When the RSD connects into the GRAPHICS000 object, the old barrier is removed and a new barrier is constructed. This new barrier is normally set to 60 seconds of simulation time into the future. Then, a message is sent from the GRAPHICS000 object in SPEEDES to the RSD, informing the RSD of the current simulation time. When the RSD reads this message, it updates Tgvt and then sends another message to GRAPHICS000 requesting the simulation's current time again. This cycle repeats for the duration of the simulation.

If the graphics can't keep up with the simulation, the SPEEDES barrier keeps the simulation from advancing too far into the future. On the other hand, if the graphics is much faster than the simulation (i.e., its return message back to the GRAPHICS000 object occurs before GVT, in SPEEDES, advances to the barrier), the graphics time updates occur in tighter time scales than the 60-second upper limit. In the worst case, the graphics is never more than 60 seconds of simulation time behind the simulation. Flow control is thereby accomplished by using these barriers.

Basic Time Synchronization

The graphics receives simulation time information by constantly exchanging messages back and forth with the GRAPHICS000 object. Tgvt represents the current simulation time, but how does the graphics ensure that all messages with time tags less than Tgvt have arrived? Is it possible for some of these messages from other nodes to arrive later than the GVT message that was sent from the GRAPHICS000 object?

The answer is no! Because of the nature of the Host Router, how SPEEDES conservatively releases messages, and because the external graphics GVT events are time tagged at GVT in SPEEDES, it is impossible for this situation to occur. This is explained below.

When the time request message from the RSD arrives in SPEEDES, it is time tagged to GVT in SPEEDES. It is then processed immediately because it is the earliest unprocessed event. Because its time tag is GVT, it can never be rolled back. Therefore, its message back to the RSD is immediately released. Before the next GVT update in SPEEDES, all of the processes globally synchronize. If, for some reason, node 0 takes a long time to send its message back to the RSD (actually, to the Host Router), the other processes wait. The global synchronization that takes place before GVT is updated ensures that the Host Router has received the time-update message from node 0 safely in its output queue for the RSD. All external messages, released when processed events are committed, follow the time-update message as they are read and put at the end of the RSD's output message queue in the Host Router. The RSD can safely update Tgvt as it reads its time-update message.

LOCAL TIME MANAGEMENT
One important goal of managing the local simulation within the graphics module is that the simulation should not drive the graphics in a time-stepped manner. Instead, the simulation should pass time-tagged state information in a consistent manner to the graphics. The graphics will then have the freedom to update time at its own rate.

In the RSD, time is a continuous variable that can go forward as well as backwards. While the parallel discrete-event simulation is proceeding forward in time, the graphics remains decoupled, being able to display the state of the simulation at any time value that is less than, or equal to, GVT. In normal simulation runs, the graphics updates time in the forward direction by means of a user-selected time step. The parallel discrete-event simulation has no knowledge of this time step. To support this capability, a local discrete-event simulation has been incorporated into the RSD graphics, having the ability to process events forward and backwards (processing an event backwards is very much like a rollback in Time Warp without antimessages).

Unlike in Time Warp, garbage collection is never performed in the graphics (incremental state-saving techniques are used to keep the memory usage low) (Steinman 93a). This fact (using either rollback or roll-forward event processing) allows the graphics to display the state of the simulation anywhere in time from the beginning of the simulation to its current GVT.

As an example of how reversible event processing works (instead of driving the simulation with time-stepped positions), equations of motion are sent to the graphics for each moving object in the simulation. If an object moves using a sequence of equations of motion (i.e., a script), the local discrete-event simulation within the graphics manages those equations of motion through time-tagged events. Processing an equation of motion event removes the old equation of motion from the object and inserts the new one. Unprocessing this same event removes the current equation of motion and restores the old one. When the graphics draws its display at any time, whether it is in the future or in the past, correct equations of motion are used.

The graphics manages three time values locally. 

1.
Tstart is the start time of the simulation. The graphics can never roll backwards beyond this time.

2.
Tcurrent is the current time of the graphics. Tcurrent reflects the time value for the display.

3.
Tgvt is the upper time limit of the graphics. It reflects the last time update from the simulation.

The graphics discrete-event simulation mechanism is called the State Reconstruction Processor, or SRP. The SRP is an event processor with two event-list data structures: a processed event queue, implemented as a doubly linked list, and an unprocessed event queue, implemented as a SPEEDES Queue (Steinman 92b). These event-list data structures are used to store message events received from the simulation.

When the graphics receives a time-tagged message from the simulation, a corresponding event object is created and is inserted into the SPEEDES Queue. The SPEEDES Queue actually consists of two lists, one sorted and one unsorted. New events are put into the unsorted list. The earliest time tag for an event in the unsorted list is maintained. Removing an event from the SPEEDES Queue involves first checking whether the earliest time-tagged event is in the sorted list or if it is in the unsorted list. If it is in the sorted list, the next event is simply popped out of that list. Otherwise, the unsorted list is sorted (using a merge-sort algorithm) and then is merged into the sorted list. Because the typical number of unprocessed events in the SPEEDES Queue is small, this data structure is a very good choice for event-list management for the RSD (Steinman 92b).
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Figure 4: Processing events for the first time.

As events are processed for the first time, they are removed from the SPEEDES Queue and then put into the processed-event queue. The current time, Tcurrent, points to the bottom of the processed list (see Figure 4).

Moving backwards in time is easily supported because the processed-event queue is a doubly linked list. Events are unprocessed by traversing backwards through the doubly linked list until the proper event time is reached. After this, the current-event pointer lies somewhere in the processed-event queue (see Figure 5). Processing in the forward direction (after processing backward ) moves the current-event pointer forward in the doubly linked list. If the forward time is greater than the time tag of the last event in the processed-event list, events are pulled out of the SPEEDES Queue again.
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Figure 5: Unprocessing events.

After the SRP has processed (or unprocessed) its local discrete-event simulation, moving its state to the proper time, it then constructs its graphical display. This is where the graphics draws each object that is currently active in the simulation. Drawing an object requires knowing its icon type, global ID (determined by SPEEDES), position, and velocity (to determine its orientation).

The RSD uses a display list to draw its objects. This list is reconstructed each time the display is updated. It is not history dependent. In other words, it does not have to be told of the changes made between successive updates. Instead, the entire state of the simulation is reconstructed each time the display is updated. This distinction allows the graphics to have complete control over its local time management.

THE RSD GRAPHICS 

The Real-Time Situation Display, is a general graphics package that was designed to support military simulations. It is programmed in C++, X-Window/Motif and the Silicone Graphics IRIS Graphics Library (GL). A standard "look-and-feel" graphical user interface has been developed for the RSD, with high quality, three-dimensional graphics.

The RSD has a Macintosh-like menu bar, a main graphics window, a few control buttons for view selection, and various slider widgets. All other related tools and features are selectable from pull-down menu buttons.  The main window shows the simulated world—a globe that can be wrapped in a set of variable-resolution satellite-earth images. Coastal lines, political boundaries, clouds, and other features, may be added or removed from the scene with a single mouse click. 

Earth terrain and weather images are placed on the globe by a technique called "texture mapping," available on Silicone Graphics IRIS workstations. Texture mapping makes the simulated environment quite realistic.

There are several ways for providing users with their desired spatial view. One way is through the use of sliders that enable users to select their latitude, longitude, altitude and field of view.  A second way is through a set of view buttons that directly switch the display to a predefined view. A third way is to use the "view finder," which is supported as a pop-up window. The view finder displays a two-dimensional map of the globe. Users can click anywhere on the map in the view finder. The main display, then, automatically jumps to the same spot that was selected in the view finder.

While a simulation is running, users may click on any of the objects in the display. A predefined interface window pops up with variable options. The options are:

1.
Query:
Sends a message to the simulation object and returns detailed state information.

2.
Monitor:
Establishes a connection to the simulation object and monitors its events.

3.
Command:
Allows users to generate events for the simulation object.

One important issue is how the RSD communicates with users at the front end, and with the simulation at the back end. The RSD must do both while simultaneously drawing the screen. Users must receive immediate response to their mouse clicks. Otherwise, the graphics will seem to be sluggish.

Fortunately, the X-Window and Motif libraries used by the RSD not only provide the right appearance (the "look-and-feel") for the graphics, but also the right underlying mechanisms that are needed to efficiently control its internal activities. One such mechanism is called the "Work Procedure." It is executed while the graphics software is idle and waiting for an X mouse or keyboard event. The main control loop of the RSD, using the work procedure mechanism, is given below.

loop forever

{
     if a user command exists


process the user command;

     else


process simulation events at given time;

}

Another X/Motif mechanism, called "Time-Out," is used by the RSD to handle stacking display requests. This mechanism notifies the system to execute a predefined function at the end of a specified time-out period. If too many redraw requests (possibly generated by keyboard, mouse, and/or simulation events) are made, the RSD is smart enough to update the screen only once instead of redrawing the screen many times. The "Time-Out" period should be long enough to make sense, but short enough to ensure that users get prompt response to their mouse clicks. Normally a few hundredths of a second is a practical compromise.

USER TIME CONTROL
In addition to providing three-dimensional graphical views of the simulation and supporting user interactions, the RSD supports time control through control panels. The SPEEDES panel (shown in Figure 6) is one example.
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Figure 6: The SPEEDES Panel.

The SPEEDES panel supports an attractive graphical interface for controlling the advancement of time. The SPEEDES panel was designed to resemble that of a home video cassette recorder (VCR). Users can select forward or backward functions (i.e., the left arrow, or the right arrow) at variable speeds, selected by the time step. A pause button is also provided. It is often used in conjunction with the single-step display capability.

While VCRs must fast forward or rewind to move to another position on the tape, the RSD provides for large jumps in simulation time almost immediately. The SPEEDES panel gives users the ability to make large time jumps through the time slider (by clicking the middle mouse button or by dragging the left mouse button) and through its adjacent input text window, where users can enter a time value. The current time of the RSD display is depicted on the top of the time slider much like a tape counter on a VCR. A reset button allows the user to quickly move the RSD back to its start time.

INTERACTING WITH A SIMULATION OBJECT
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Figure 7: Object Pop-Up Window.

As long as an  object can be seen on the RSD screen, it can be "picked" by clicking the mouse. When the object is picked, the Pick-Event function is activated with the object ID passed to it. The user sees a pop-up window depicting basic information pertaining to the picked object (e.g., ID, type, etc.) along with action-selection buttons. These buttons provide users with the Query, Monitor, and Command functions that are supported by 

SPEEDES. The scrolled window in the middle is either a query window or monitor window, depending on the user's selection. 

The command button brings up a second pop-up window, which allows the user to send a command back to the object in the simulation (see Figure 7).

SUMMARY AND CONCLUSIONS

Interactive graphics packages are essential for users to visualize and interact with complex simulations. Because military simulations often require supercomputer resources, and because parallel computers provide the most cost-effective means for achieving this performance, parallel and distributed military simulations are currently being developed. SPEEDES is a general-purpose, interactive, parallel-simulation environment that supports various optimistic synchronization strategies (Time Warp, Breathing Time Buckets, etc.) while also providing full interactive support.

The RSD graphics package was rigorously synchronized with the SPEEDES simulation for the Parallel and Distributed Computing Simulation (PDCS) effort. Flow control and correct time management were provided by the SPEEDES interface. Reversible time management was supported in the RSD by implementing a local discrete-event simulation environment called the State Reconstruction Processor (SRP). The SRP allows the graphics to jump anywhere in time, either forward or backward.

The RSD was built using X-Window/Motif and Silicone Graphics IRIS GL libraries. Its design permits fast response to user keyboard and mouse events while simultaneously supporting interactions with the simulation. These interactions may involve reading messages from the simulation, updating the display screen, and supporting interactive capabilities such as the Query, Monitor, and Command features that are supported by SPEEDES. The SPEEDES control panel gives a "VCR-like" feel to the user.

The work described in this paper demonstrated that rigorously correct interactive parallel simulations are indeed possible. SPEEDES, running optimistic parallel discrete-event simulation protocols, provided the necessary tools to support complex interactive military simulations.
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