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ABSTRACT

Interactive parallel simulations involving humans or external software modules can be difficult to support. While many parallel simulation algorithms avoid acknowledging the need for external interactions, most real-world applications demand this capability. A new general purpose Synchronous Parallel Environment for Emulation and Discrete Event Simulation (SPEEDES) has been developed which easily supports interactive simulations. The SPEEDES algorithm is described, basic elements of interactive simulations are discussed, and the solution which was implemented in SPEEDES is given.

INTRODUCTION

Parallel simulation has been the subject of considerable study over the last ten to fifteen years. A number of parallel simulation paradigms have been proposed, all with various strengths and weaknesses. However, all of these paradigms have shortcomings. Now, a new general purpose Synchronous Parallel Environment for Emulation and Discrete Event Simulation (SPEEDES) has been developed [1] which processes events in parallel by using breathing time windows to define the Global Simulation Time (GST). SPEEDES is a mixture of optimistic and conservative techniques yet it avoids many of the problems caused by either extreme. SPEEDES might be categorized best by the word moderate.

In SPEEDES, events are processed in cycles consisting of two phases for each cycle (see Figure 1). Phase 1 (where most of the work is done) processes events optimistically, while Phase 2 conservatively releases the messages (or new events) which were generated by valid events processed during Phase 1. This approach ensures that bad messages are never released to the other nodes. Thus, only local rollback is needed. Anti-messages are never required.

Because the second phase of event processing is conservative, external modules (i.e. remote processes, graphics, files, humans, etc.) can be connected to the simulation without ever having to be rolled back. Thus, SPEEDES can easily support interactive simulations such as large scale war games, flight simulators, computer hardware simulations, mathematical modelling, interactive engineering, information flow visualization, etc.
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Figure 1: Flow chart of the basic processing cycle.

An important issue concerning parallel simulation is the output stream. The output generated by a simulation is information pertaining to processed events. On sequential computers, this information is already in time order. Parallel simulations require an additional step of merging locally processed events into a globally time-ordered stream. 

Fundamental to every interactive simulation is the ability to control the Simulation Time Advancement Rate (STAR). Once the STAR is under control, the time delay between the output of a simulation (via graphical displays, etc.) and the earliest human response back into the simulation must be well understood. Time Warp and Time Driven interactive simulations are discussed followed by the presentation of the SPEEDES approach.

THE SPEEDES CYCLE

SPEEDES has evolved in such a way as to minimize its shortcomings while maximizing its flexibility. In doing so, the fundamental concept exploited by SPEEDES is the causality principle shown in Figure 2. SPEEDES processes events in time cycles with boundaries defined by the event horizon. The event horizon is the time stamp of the earliest new event generated in the current cycle. Processing events beyond this boundary may cause time accidents. Thus, events which are processed beyond the event horizon may not be valid. The local event horizon for a node is defined as the time stamp of the earliest new event generated by an event on the node. The global (or true) event horizon is defined as the minimum of all local event horizons.

Parallel simulations are difficult because in general, the time stamp of a generated event is not known until the generating event itself is processed. This makes it impossible to predict the next event horizon without first processing events. Various tricks have been used to estimate bounds on the event horizon (i.e. Time Windowing, Look-Ahead, etc.). The SPEEDES algorithm uses local rollback techniques to obtain the global event horizon.

To remain completely general, it is assumed that this time interval might even be zero. An important goal in each cycle then is to determine the global event horizon. The causality principle guarantees that events can be safely processed within the cycle. Regardless of how the events are distributed among the parallel computing nodes, SPEEDES will always process a cycle identically. SPEEDES is repeatable; this then provides enormous value when debugging or measuring the performance of an application. 
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Figure 2: The causality principle allows for events up to the event horizon to be processed conservatively in parallel. The event horizon for a cycle is defined to be the point in time where an event to be processed has a later time stamp than the earliest new event generated in this cycle. Simulation errors can occur if events are processed optimistically beyond the event horizon.

Figure 3 shows how a two node version of SPEEDES might process events. Each node has its own local event queue (which can be mapped onto a single global event queue). When an event decides to generate another event, a message with a time stamp is created. Although messages are not events, they will create events if they are released. Note that in the SPEEDES mechanism an event is created by a single message. Multiple messages for the same object with the same time stamp will generate multiple events (not a single event with multiple messages).
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Figure 3: Distributed event queues. Each node processes events in two stages. The first stage allows events to change the state variables of an object, and for messages corresponding to future events to be generated. If the time stamp of an event is greater than the earliest time stamp of a locally generated message, a local causality violation may occur and processing is stopped at the local event horizon. A global minimum time value of all generated messages is determined (GST) via a synchronous communication to determine the true event horizon, and the second stage of event processing begins. The second stage of processing sends all messages for events with time stamps less than or equal to GST to their proper destinations. Rollback of processed events beyond the GST boundary may take place if necessary.

For now, assume that each node is allowed to process its events until its local event horizon is crossed. At this point, all nodes have processed events up to their local event horizon and have stopped at a synchronization point.

The next step is for each node to communicate its value synchronously for the local event horizon. The minimum of all of these is defined to be the global event horizon. In other words, the earliest time stamp of a message waiting to be released is identified. The global event horizon is then used to define the global simulation time (GST) of the system.

After GST is defined, all events with time stamps less than, or equal to this time are made permanent. This means that messages which were generated by events with time stamps less than or equal to GST are routed through the hardware communication channels to the appropriate node containing the destination object. When messages arrive at their destination nodes, they are fed into an event library which converts messages into events.

It is important to note that these new events are not immediately inserted into the event queue. Rather, they are collected in a temporary queue. When all of the new events are finally created, the temporary queue is sorted. A merge sort algorithm which has  mlog(m)  as a worst case sort time (for m events) is used. After the temporary queue of new events is sorted, it is merged back into the local event queue. Merging two queues of length n and m takes on the average n+m steps. Thus, it is potentially much cheaper to sort a temporary queue of new events, and then merge this queue into the local event queue, rather than to insert each new event one by one into the local event queue. Preliminary studies have shown that for certain cases, this approach may even be faster than Splay Trees.

There is an obvious problem with what has been described so far. Some of the nodes may have processed events which went beyond GST (i.e. the true event horizon). An event, which is attached to a locally simulated object, must be rolled back if any of the newly generated events affect that same object in its past. Rollback involves discarding the messages generated by the event (which have not yet been released because the time stamp of the event is greater than GST), and exchanging state variables back with the simulated object. Thus rollback overhead should remain small. Cascading rollback of events never occurs because bad messages (which would turn into bad events) are never released.

It is easy to see that the mechanism described above is rigorous for processing events in parallel. It is based on the causality principle, and a very simple rollback mechanism. A good way to understand SPEEDES is to think in terms of the time bucket approach. SPEEDES can be thought of as a time driven simulation with breathing time buckets.

ADDITIONAL CONCEPTS

Asynchronous Broadcasts

If the SPEEDES algorithm ended here, it would have a limited number of applications. Pathological situations could arise if the algorithm is not modified. For example, Figure 4 shows how an unbalanced work load could affect performance. The problem with the SPEEDES algorithm as presented so far is that all nodes wait for the slowest node to finish. A modification to the basic SPEEDES algorithm is needed to circumvent this problem.

A simple mechanism to solve this problem is to incorporate an asynchronous broadcast mechanism which tells all the nodes when a local event horizon is crossed (see Figure 5). When one node crosses its local boundary, it broadcasts this simulation time to all of the other nodes. When a node receives one of these broadcast messages, it may determine that it has gone beyond the point of the other node's boundary; thus it should stop processing. On the other hand, it might turn out that it hasn't reached that time yet, so processing should continue. It is very likely that the first node to cross its local event horizon (in wall clock time) has a greater value for this boundary than another node. If this happens, a second node will broadcast its time as well. It is possible for multiple broadcasts to occur within each cycle. This is not a problem since asynchronous communications typically take place in the background.
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Figure 4: The basic mechanism breaks down for this special case. Assume that there are four nodes processing events starting at GST = T0. Also assume that the cpu time required to process a cycle is proportional to the cycle interval. If each node locally processes its events until its event horizon is crossed, serialization of the simulation can take place. Imagine that in the first cycle, node 0 locally processes events all the way to T1. The other nodes finish their cycles early (assume they stay at T0) and wait for node 0 to finish. In the next cycle, node 1 was able to make it all the way to T1. Node 0 already calculated its events in the previous cycle (unless rollback was required). Nodes 2 and 3 still finish early and wait for node 1 to complete. This continues until finally node 3 is able to process events to T1. The total time required for this series of cycles is 4 times the time for one node to process events from T0 to T1. Thus no speedup is achieved.
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Figure 5: The asynchronous broadcast mechanism stops runaway nodes. The problem encountered in Figure 3 is solved when nodes that finish early asynchronously broadcast their event horizon to all other nodes. The total amount of cpu time spent in the first three cycles is very small compared to the last cycle where all 4 nodes are allowed to process events in parallel up to time T1. Thus, overall parallel speedup is achieved. Note that even if the first three cycles are inefficient (and possibly serialize), if a sufficient amount of work is done in the last cycle, then overall speedup may still approach the theoretical upper bound (i.e. the number of nodes).

It is important to get a proper view of the broadcast mechanism. Runaway nodes that process beyond the true event horizon while the rest of the nodes are waiting can ruin the performance of the SPEEDES algorithm unless something is done. The proper view of the broadcast mechanism is that it aids in speeding up the processing by stopping runaway nodes. The asynchronous broadcasts are in no way required by SPEEDES to rigorously synchronize event processing. They function in the background, and only aid in enhancing performance.

Non-Blocking Sync

With the asynchronous broadcast mechanism designed to stop runaway nodes, the SPEEDES algorithm becomes a viable solution to support general purpose discrete event simulations. However, there still is room for improvement. It is wasteful for nodes that have crossed their local event horizon to sit idle waiting for other nodes to complete their processing. It should be noted that this problem always arises in the world of synchronous parallel computing. It is important to evenly balance the work load on each node so that the time spent waiting for the slowest node to finish its job is minimized.

The SPEEDES algorithm, described so far, suffers from this same "waiting" problem. An observant simulation expert might ask, "Why do you insist on stopping just because the event horizon has been crossed?" In fact, there really is no reason to stop processing events until all of the nodes have crossed the horizon! Erroneously processed events can always be rolled back without much overhead (because no communications are involved). Therefore, it doesn't hurt to continue processing events beyond the horizon. It might pay to be optimistic and hope that the processed events with time stamps greater than the event horizon do not have to be rolled back. The trick then is to efficiently find out when all of the nodes have finished.

One way to support this needed mechanism would be for each node to send a special message to a central manager when it thinks that it has crossed the event horizon. When the central manager receives this message from all nodes, it broadcasts a message back to the nodes saying that it is time to stop processing events for this cycle. This mechanism has the good characteristic of being portable. However, it is not  scalable and can be very slow.

There are other ways to solve this problem using asynchronous control messages, but a better solution would be to use a global hardware line. The idea here is that when each node crosses the event horizon, a signal is sent on a hardware global line. When all of the nodes have done this, an interrupt is simultaneously fired on each node, and a flag is set telling SPEEDES that all nodes have crossed the event horizon. This solution has been tested on the Caltech/JPL Mark III Hypercube and works extremely well.

Local Rollback

One further improvement can be made to the SPEEDES algorithm. Events that are generated locally (i.e. messages that do not leave the node) do not have to participate in the event horizon calculation. Rather, they can be inserted into the event list and possibly be processed within the same cycle. This capability is very important for simulations where events schedule future events for the same object. A good example of this would be a preemptive priority queueing network. Supporting this capability involves more overhead, but it may be essential for a large class of simulation applications.

SIMULATION OUTPUT 

In an interactive parallel simulation involving humans, information pertaining to events that have been processed is released to the outside world. Humans can view this data in various forms (i.e. graphics, printouts, etc.). Humans are then allowed to interact with the simulation based on information that was previously released.

When a simulation runs on a single computer, using a sorted event queue, events are processed in their correct time order. If the results of processed events were released to the outside world, then they would naturally be viewed in their correct time order. This is not true for parallel simulations.

In parallel simulations which operate in cycles, each node has its own local event queue. Assume that m events are processed globally for a particular cycle and that there are N nodes. Then each node has m/N locally processed events (assuming perfect balance). While these processed events are maintained in their proper time order locally, a further step is required to merge them into a single globally sorted list. The steps to do this on a parallel computer are described as follows (see Figure 6):

The time cycle boundaries ti, and ti+1 are known. Assume a flat distribution for the time stamps of the processed events. Each node breaks up its processed event queue into N sublists, each of length m/N2. Every sublist passes to a different node k, where k = 0,1,2, ... N-1. The lower time boundary of each sublist residing on node k is  ti + k (ti+1 - ti) / N. All events in each of the sublists on node 0 have time stamps less than those on node 1, etc. At this point, each node performs a local merge sort of its N sorted sublists using a binary search tree. Merging the N sublists on each node takes (m/N) log2N steps. Thus, the time for merging these lists can written as:

Tmerge = (m/N) log2N

It would appear that parallel simulations require an additional amount of work to send globally sorted event information out to the external world. However, this is just one piece of a larger problem.
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Figure 6: Producing a globally sorted list of processed events.

Consider a simulation where each event generates a single new event. If m events are globally processed in a particular cycle, then each node will receive on the average (assuming perfect balance) m/N new events. Thus, m/N new events must be inserted back into each local event queue. This can be accomplished by first sorting the m/N events, and then merging them back into the local event queue.

Sorting m events for a simulation running on one node takes m log2(m) steps. If perfect speedup is attained, one might naively expect it to take [m log2(m)] / N steps for N nodes. However, each node having the task of sorting m/N events only takes (m/N)log2(n/N) steps. There is an apparent superlinear speedup in maintaining the event queue! The amount of time it takes to sort m events on N nodes is better than a factor of N compared to the time on one node. The time for maintaining the event queue can also be written as:

Tsort = (m/N) [ log2(m) - log2N ]

When combining Tmerge and Tsort, the superlinear speedup is exactly canceled. There is no contradiction to the theoretical upper bound for parallel speedup. The best way to understand the apparent superlinear speedup (which is always present in parallel simulations that use local event queues) is to realize that information is lost if the processed events are not regathered into a single globally sorted list.

STAR CONTROL
If humans are allowed to interact with a simulation while it is in progress, then it is important for the simulation to advance smoothly in time. In other words, the Simulation Time Advancement Rate (STAR) should be as close to a constant as possible, and equal to one if real time is desired. Interactive parallel simulations must be able to control the advancement of simulation time with respect to the wall clock.

One important principle in controlling the STAR is that it can always be slowed down (it is always tougher to speed it up). For example, if a simulation can run two times faster than real time (from start to finish), then pauses can always be added to the simulation to slow it down to real time if desired (see Figure 7). While the average STAR may be two times faster than real time, the instantaneous STAR at any given time can vary. There may be times when the instantaneous STAR is slower than real time. Three important points must be made:
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Figure 7: Controlling the STAR by pausing the simulation at the end of each cycle to wait for the wall clock to catch up.

First, the parallel simulation algorithm should run as fast as possible. For example, if the same simulation could run with a STAR equal to ten, using a different approach, then slowing it down to real-time would be easier than when using an algorithm with a STAR equal to two. The first, and most important goal for any interactive parallel simulation approach should be that it runs as fast as possible.

Second, a mechanism to smooth the STAR is needed. If the simulation is allowed to progress significantly into the future, the results of the simulation can be buffered. The results can then be released to the external world smoothly in time (i.e., throttled by the wall clock). However, when the outside world interacts with a simulation operating in this manner, rollback may be required to bring the simulation back to the time that was perceived by the user. Rollback due to external interactions requires saving the state of all simulated objects at least as far back in time to where the interaction occurred. If the simulation is allowed to progress too far into the future, an enormous amount of memory will be required for rollback state saving.

Another option for smoothing the STAR is to process events in large cycles and then, as a rule, not allow external interactions to occur until the next cycle. If the cycles are large enough, then the STAR will be smoothed. The cycles must be throttled by the wall clock to maintain the desired STAR. However, large cycles may force an undesirable time granularity into the interactive simulation. The user may not be able to interact as tightly with the simulation as desired. Furthermore, the information for each processed event coming from the simulation should also be throttled by the wall clock to avoid a choppy looking simulation.

Third, regardless of whether or not the simulation keeps up with the desired STAR, rigor should always be maintained. Simulation errors (or time accidents) resulting from an attempt to control the STAR should never be allowed to happen. Setting the desired STAR to infinity should have the same meaning as letting the simulation run as fast as possible.

If the simulation cannot keep pace with the desired STAR, then there should be no pauses to throttle the simulation. If the simulation operates in cycles, then it could possibly catch up in the next cycle (and should be allowed). A resolution for the desired STAR should be specified to determine acceptable performance (in other words, how far the simulation can lag behind the desired STAR and still be within spec.).

INTERACTIVE APPROACHES
Interactive Time Warp

In the past, it has been very difficult to support interactive parallel discrete event simulations. Consider, as an example, the Time Warp Operating System [2]. In Time Warp, each node keeps track of its own simulation time. Because of optimistic event processing, there is no certainty of correctness beyond Global Virtual Time (GVT). Therefore, Time Warp can only release messages to the outside world which have time stamps less than or equal to GVT. Note that we assume the outside world cannot be rolled back (i.e. graphics, humans, external programs, etc.).

If only viewing the results of a simulation were desired, then there would be no problem. Output from the simulation could be buffered and only released at GVT update boundaries. However, when the outside world tries to interact with the simulation, things become more challenging. If a user interacts with a parallel simulation based on the output that he has received while simulation time has arbitrarily gone into the future, then rollback may occur. It should be noted that this can have the effect of crippling the simulation if care is not taken. Two solutions for handling external interactions are presented here for the Time Warp approach.

First, a rule can be established which only allows external interactions to be serviced at GVT update boundaries. The time tags of the external interactions are then defined to be equal to the new GVT. This imposes a finite opaque time period for all external interactions.

Second, a more challenging approach would allow external interactions to be serviced as soon as they arrive. In other words, the time tag of the externally generated event is defined to be somewhere between the last GVT (i.e., the simulation time that was perceived by the external user), and the time tag of the next event scheduled to be processed on the node where the interaction is to take place. To make the external interaction more predictable, use the last GVT for this time tag. This would reflect a tight interactive environment which minimizes the time delay between viewed events and human responses (see Figure 8).

Interactive Time Driven Simulations
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Figure 8: Earliest user interaction based on a viewed event. Ti, Ti+1, and Ti+2 represent time cycle boundaries for the conservative Time Driven approach, and similarly GVT updates for optimistic approaches such as Time Warp. In both cases, the user views an event in the first cycle. Meanwhile, the second cycle is being processed. Because conservative time driven simulations don't support rollback, the earliest human interaction is at the start of the third cycle. Optimistic approaches which support rollback can handle the interaction at the start of the second cycle. Optimistic approaches are capable of handling tighter interactions than conservative approaches, at the expense of rollback.

Supporting interactive parallel discrete event simulations which use rollback methods can be challenging. While they allow for tight user interactions, they are rather complicated. Interactive parallel time driven simulations are much easier to support. In the time driven paradigm, simulation time advances by a fixed amount every cycle. While time naturally proceeds more smoothly than in the discrete event case, time driven simulations may not get the same performance (i.e., STAR) as a discrete event approach. However, interactions can easily be supported by allowing the user to send messages back into the simulation for the next cycle. Thus, the delay between data perceived and the user response is defined by the time cycle width (see Figure 8). Rollback is never needed with this approach. External programs can also be synchronized with the parallel simulation by blocking when expectant messages for a given cycle have not yet been received.

THE SPEEDES APPROACH

In the time driven approach, the user has little control over the time delay between data perceived and the external response to the simulation. It is constrained by the requirements which govern the simulation cycle. In a discrete-event simulation that uses rollback, the user has much more control since tighter interactions are allowed (at the expense of rollback). The SPEEDES algorithm has many similarities with the time driven approach as well as with Time Warp. Because SPEEDES supports local rollback, it has the ability to support tight interactions similar to Time Warp, while also easily supporting the next-cycle-time-stamp approach used by time-driven simulations. In the following sections, the next-cycle-time-stamp approach is discussed for SPEEDES. Future studies will probe the problem of supporting tight interactions.

Basic Parallel Architecture
Although other topologies are possible, the basic architecture assumed for making SPEEDES interactive consists of a parallel computer (such as a hypercube which runs the central simulation), a host computer (which is assumed to provide the only means of communicating with the outside world), and a network of external computers which can connect to the host. Further, it is assumed that the host is only connected to node 0 of the parallel computer. The host computer runs a program which allows external modules to establish connections to the central simulation using, for example, UNIX Berkeley Sockets (see Figure 9).

One important characteristic of the SPEEDES approach is that external modules are not required to participate in the high speed synchronization protocol. This is extremely important for interactive simulations over networks which have large latencies. The high speed central simulation runs on the parallel computer, and provides control mechanisms to the outside world. External modules view the parallel simulation as a central controller. The external modules are still event driven, but they must not communicate too often with the central simulation. Otherwise, the simulation will be bogged down by the large communication latencies.
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Figure 9: Assumed topology for interactive SPEEDES. Fine grain objects are simulated on the parallel computer. External modules (users) can communicate with the simulation objects by routing messages through the host.

Object Oriented

With the advent of object-oriented programming techniques revolutionizing the world of software development [3], the programming language C++ [4] was chosen to support the interactive SPEEDES framework. The object-oriented features of C++ allow SPEEDES the ability to simulate generic objects (i.e., objects not specifically designed for the purpose of simulation). For example, war games often comprise missiles, airplanes, tanks, etc. These software objects are self-contained and can be developed independently of SPEEDES.

All simulation objects, however, must inherit on top of a base class generic object. The generic simulation object supports the capabilities required by interactive SPEEDES. Similarly, the algorithms for processing events are built into event objects which inherit on top of a generic event object. This provides SPEEDES with the ability to process events in a truly generic fashion.

The object-oriented approach allows for the implementation details concerning external interactions to be hidden from the simulation user. The user works with a set of services which are provided by the SPEEDES framework. These services are buried in the generic base classes of the event and simulation objects.

Establishing A Connection

Interactive SPEEDES does not make any assumptions concerning the number of external modules (users) connected to the simulation. In fact, the number can change during the course of a simulation if desired. The connection procedure simply involves establishing a communication socket to the host.

To assist interactive simulation users, a small amount of support code is provided by the SPEEDES framework. This code should be linked into the external module. The support code is referred to as the EM_SHELL (External Module Shell). The EM_SHELL provides the connection protocol as well as many other useful communication services.

While the EM_SHELL provides various services, it is the user's responsibility to develop the event objects that carry out the interactions. For example, if a user wants to change a variable in one of his simulation objects while the simulation is running, he can use the COMMAND service which is supported by the EM_SHELL to generate an event for that object. The event (which is a C++ object) that changes the variable must be supplied by the user.

Basic Protocol

An external module can generate an event for an internally simulated object by going through the following steps:

1.
Connect the external module to the host.

2.
Send a message to the host.

3.
The host sends the message to node 0.

4.
Node 0 sends it to the right node.

5.
The message creates an event.

6.
The event is attached to an object.

7.
The event is processed at the right time.

Similarly, an internal SPEEDES event can generate an external event to occur at an external module by going through the following steps:

1.
An event generates a message.

2.
The message is sent to node 0.

3.
Node 0 sends the message to the host.

4.
Then it is relayed to the external module.

5.
The external module operates on the message.

External Capabilities

The following list of interactive capabilities are supported by the EM_SHELL:

MONITOR
Monitors a simulation object.

INJECT
Injects and tracks an event.

QUERY
Queries the state of an object.

COMMAND
Commands are sent to an object.

MODULE
External modules are controlled.

MONITOR
The MONITOR capability allows the state of a particular simulated object to be monitored as its events occur. The effect of every event for that object can be sent back to the external monitoring module. This can be extremely useful as an analysis tool for studying the behavior of various components within the parallel simulation.

Monitoring is established by sending a special monitor message to the appropriate simulation object. An event is generated by this message. The event then sets a special monitor flag contained within the generic base class of the simulation object. The object is then capable of being monitored. Future events for that object can check the flag, and if it is set, they can send out messages to the external monitoring module. When monitoring is no longer desired, a disconnect message is sent to the host, which generates a reset monitor event for the monitored object. 

INJECT

A very important capability supported by Interactive SPEEDES (especially in network simulations) is to inject an event into the simulation, and then to track it as it propagates through the simulation. For example, in an automobile traffic simulation, it might be desirable to inject an automobile with a specific destination into the simulation and then monitor its progress.

Injecting and then tracking an event is established by first generating an event for a specific object and reporting its status back to the external module when it is processed. New events which are generated also report back to the external module. When tracking is no longer desired, a disconnect message is sent to the host, which generates a message to the node (or nodes) that has the track event. This causes tracking to be cancelled. It is therefore necessary to know which node (or nodes) has the next scheduled tracking event. The bookkeeping is performed by node 0 during the conservative phase of event processing in SPEEDES.

QUERY

A very useful capability supported by interactive SPEEDES is to QUERY the state of a simulation object while the simulation is in progress. The simulation can be viewed as a large data base of objects that change in time. The query function allows an external user to probe into the objects of the simulation to determine how they are performing.

A query is performed by generating a query event for a simulation object, and then waiting for the response. There is no disconnect procedure required because a query only requires a single exchange of messages.

COMMAND

The COMMAND function supported by SPEEDES allows a user to send a command (or generate an event) to a simulation object. This allows users to change the simulation as it is in progress. Commands should work in conjunction with the MONITOR, TRACK, and QUERY functions so that the user can change the simulation based on what is perceived.

A COMMAND is performed by generating an event for a simulation object. It is accomplished through a one-way communication (i.e., a message sent from the external command module to the simulation object) so there is no need for a disconnect protocol.

MODULE

The last interactive function supported by SPEEDES is to control an external MODULE from the simulation. It is assumed that external modules are remote objects which tend to have long opaque periods between communications. They are controlled by an object simulated on the parallel computer. The external module attaches itself to a simulation object, and then is controlled by that object.

External modules do not participate in the SPEEDES synchronization cycle. Rather, they are given an input message with a start time and an end time. When the external module has completed processing the input message, it sends a DONE message back to the host. This done message is sent to node 0 of the parallel computer where the synchronization of the external module is managed.

If the done message has not arrived before the appropriate simulation time, then the parallel simulation (which is running faster than the external module) waits. If the done message arrives early, then the external module (which is running faster than the parallel simulation) will have to wait for the simulation to catch up before it receives its next message.

Disconnecting an external module requires a disconnect message to be sent to node 0 (for external module synchronization control), as well as to the simulation object controlling the external module.

SUMMARY
This paper introduced the problem of interactive parallel simulation within the SPEEDES framework. The SPEEDES simulation control algorithm was presented first. SPEEDES is a hybrid approach merging conservative and optimistic techniques. SPEEDES supports local rollback and is characterized by breathing time cycles. SPEEDES can handle interactive simulations as easily as time driven approaches, while retaining the potential to service the tight interactions that are only possible by using optimistic approaches.

This paper discussed three general topics concerning interactive parallel simulation. Topic 1: The output of a parallel simulation must be merged to preserve the time- ordering of events. This additional step for parallel simulations explains why superlinear speedup is always present in managing distributed event queues. Topic 2: Interactive simulations involving humans require controlling the STAR. This is necessary if the user expects the simulation to look as if it is happening in real (or accelerated) time. Topic 3: The time delay between what the user perceives (i.e. output from the simulation) and how early he can interact with the simulation must be well defined. Various approaches to handling the time delay for responding back with the simulation were discussed. Optimistic approaches allow for the user to interact very tightly with the simulation (at the expense of rollback) while conservative time driven approaches force a minimum time delay  for the interaction.

Currently, five interactive capabilities are supported by SPEEDES (MONITOR, INJECT, QUERY, COMMAND, MODULE). These capabilities support most of the interactive needs of simulation users. Additional capabilities can be added.

The SPEEDES framework has been expanded to support other parallel simulation approaches. For example, Sequential Simulation, Time Driven Simulation, Time Warp, and the SPEEDES algorithm presented in this paper are all currently supported within the SPEEDES framework. The user can select which approach to use as a run-time option (other approaches are currently under consideration for inclusion). The goal is to have a unified environment where a simulation can be developed without committing to a particular parallel simulation synchronization strategy. The interactive capabilities supported by the SPEEDES algorithm must also be expanded and unified to accommodate these other approaches. Future studies will report on “The Unified Interactive SPEEDES” framework.

ACKNOWLEDGEMENTS
The research described in this paper was carried out by the Jet Propulsion Laboratory, California Institute of Technology, and was sponsored by the U.S. Air Force Electronics-Systems Division, Hanscom AFB, MA. through an agreement with the National Aeronautics and Space Administration.

Reference herein to any specific commercial product, process, or service by trade name, trademark, manufacturer, or otherwise, does not constitute or imply its endorsement by the United States Government, or the Jet Propulsion Laboratory, California Institute of Technology.


REFERENCES
1.
Steinman, Jeff S. 1991. "SPEEDES: Synchronous Parallel Environment for Emulation and Discrete Event Simulation." Proceeding of the SCS Western Simulation Multiconference, Anaheim CA.

2.
Jefferson, David. 1985. “Virtual Time.” ACM Transactions on Programming Languages and Systems. Vol. 7, No. 3, Pages 404-425.

3.
Cox, Brad J. 1986. Object Oriented Programming: An Evolutionary Approach. Addison-Wesley Publishing Company, Reading Massachusetts.

4.
Stroustrup, Bjarne. 1986. The C++ Programming Language. Addison-Wesley Publishing Company, Reading Massachusetts.

_972731026.unknown

_972731029.unknown

_972731031.unknown

_972731032.unknown

_972731030.unknown

_972731027.unknown

_972731024.unknown

_972731025.unknown

_972731022.unknown

