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ABSTRACT

Methods for synchronizing parallel and distributed simulations have been a subject of considerable interest over recent years. While optimistic synchronization strategies such as Time Warp and Breathing Time Buckets are steadily gaining approval by researchers in the world of parallel discrete-event simulation, the military community has been reluctant to embrace this technology. Military simulations tend to be interactive, frequently placing humans or hardware in the loop. Military simulation developers are often concerned about the use of optimistic approaches because neither humans nor hardware roll backwards in time. Furthermore, military simulations are often targeted to run in real time, where the synchronization of multiple processes is managed by the wall clock.

However, it is too limiting to build simulations that only run in real time. A much more powerful approach is to build a simulation that runs in "real time," or for analytic purposes, runs "as fast as possible." The interactive Synchronous Parallel Environment for Emulation and Discrete-Event Simulation (SPEEDES) operating system supports all of these requirements. 

This paper describes the techniques used for synchronizing both the internal SPEEDES portion of a parallel military discrete-event simulation and the hybrid methods for supporting external modules, graphics, and human interactions. This paper also focuses on some of the critical issues in developing military test beds such as the object-oriented design of simulation models and parallel proximity detection.

INTRODUCTION

After years of supporting military simulations on expensive vector-processing supercomputers, many people think that it would be more cost effective to host these simulations on parallel and/or distributed hardware platforms. For example, as workstations become more powerful, and as their cost continues to decrease, an obvious direction to explore is the use of distributed workstations that interact in parallel. The goal is to produce correct simulation results while speeding up the simulation.

The applicability of using distributed workstations for military simulations is highly dependent on the overhead associated with communications and on the granularity of the simulation (Sokol 92). For some applications, Ethernet might be acceptable. For others, fiber-optic communications may still be too slow. Parallel machines with high-speed communications, such as the CM-5 at Los Alamos, or the Intel Delta at Caltech, may be the only practical solution for the most demanding parallel simulations.

Another important consideration in the design of parallel and distributed military simulations is that quite often there are wide ranges in computational demands. For example, battle management algorithms, which optimize a complicated defense strategy, may require a supercomputer to perform their computations in a reasonable amount of wall-clock time. On the other hand, modeling the trajectory of a ballistic missile may be an extremely light calculation. It would be helpful to offload some of the heavy computations to parallel supercomputers. The utility of distributing the simulation over potentially large geographical distances becomes especially apparent when these parallel algorithms have been developed on hardware platforms that are located at different sites.

In a similar vein, military simulations may require tight interactions between some of the simulated objects. If care is not taken, the synchronization overhead required to correctly manage time for these objects can cripple the performance of the simulation. A reasonable strategy to circumvent this problem is to ensure that all tightly interacting simulated objects are located at one site (or even better, on a single parallel machine) where the communications overhead can be kept to a minimum. The computational support for those time-consuming calculations can still be offloaded to remote supercomputers if practical.

This philosophy has become the core design strategy for the Parallel and Distributed Computing Simulation (PDCS) developed by the Jet Propulsion Laboratory (JPL), Los Alamos National Laboratory (LANL), and the National Test Facility (NTF). It is described by the following hypothesis.

The required discrete-event simulations appropriate for the PDCS must be hosted locally; their computational support, however, can be distributed world-wide.

Corollaries

•
Both the discrete-event simulation and its computational support can efficiently use geographically distributed massively parallel supercomputers.

•
The resulting logically correct simulation can be controlled to rigorously proceed in real time if desired, and hence is suitable for Humans in-the-loop (HIL), Hardware in-the-loop (HWIL), and Test and Training demands.

In achieving the first milestone (January 27, 1993) for this collaborative effort, and in accordance with the philosophy described above, JPL produced a parallel discrete-event simulation using the Synchronous Parallel Environment for Emulation and Discrete-Event Simulation (SPEEDES) operating system. This central part of the PDCS, called PROX3D (because one of its functions is to provide 3-dimensional proximity detection for moving objects), can be viewed as a general-purpose military test bed. Its main function is to model, in medium fidelity, the simulated battle environment (e.g., aiming and flying missiles, modeling ground-based radars and space-based sensors, performing basic tracking and track-fusion functions, providing simulated communications, and supporting ground-based interceptor flyouts). It is designed to support studies involving real-world test articles in the most general manner possible. Care has been taken to provide simple interfaces for test articles to integrate and synchronize with the SPEEDES simulation.

For the January demonstration, the PROX3D simulation, using SPEEDES, ran on a heterogeneous host of UNIX workstations. However, it will soon be extended to run on parallel machines, such as the Intel Delta at Caltech. JPL also provided a "real-world" three-dimensional interactive graphics package that uses X/Motif libraries for windowing while taking advantage of the Silicon Graphics GL library for driving the advanced graphics.

LANL has world-class expertise in developing parallel algorithms. For the first PDCS test article, LANL provided their parallel battle management optimization algorithm, which runs on a variety of machines at their Advanced Computing Laboratory (ACL). In reaching the first milestone, the LANL battle management algorithm ran on an eight-node shared-memory Alliant computer. LANL also provided graphical support for their battle management algorithm. This paper will not focus on the details of the LANL algorithm, but rather on the PROX3D simulation built by JPL using the SPEEDES operating system.

The next two sections of this paper describe the synchronization of the entire simulation, which was rigorously maintained by SPEEDES. Following the discussion of synchronization is a description of the models that were used by PROX3D. The last part of this paper describes the flow of the simulation through the use of SPEEDES diagrams. Parallel proximity detection, an important foundation for distributed military simulations, is outlined in this last section.

SPEEDES
SPEEDES is a general-purpose, parallel discrete-event simulation operating system built in C++. It transparently supports various optimistic and conservative synchronization strategies such as Time Warp, Breathing Time Buckets, Breathing Time Warp, and Fixed Time Buckets (Steinman 92a). SPEEDES automatically removes the extra parallel overhead when running on a single processor so that it can also provide a very good platform for supporting sequential simulations. SPEEDES uses state-of-the-art internal data structures for event-list management (Steinman 92b), for handling incremental state saving (Steinman 93b), and for supporting lazy cancellation. SPEEDES is highly object-oriented, not only in its design, but in its user interfaces.

In SPEEDES, events are separately encapsulated objects that "act" on one of the simulation objects (which are also fully encapsulated). This unique strategy very powerfully promotes independence in user-written application code. Because of encapsulation, events are ignorant of the internal details of simulation objects. Changes to the internals of a simulation object do not affect the events. In a similar manner, the simulation objects have no knowledge that they are functioning in a discrete-event simulation. As an example, simulation objects in SPEEDES do not normally schedule events. This characteristic is especially important when there are nonphysical events happening to simulation objects that are simply artifacts of the simulation. Simulation objects, then, can be developed very easily by domain experts who are not necessarily skilled in parallel simulation. This object-oriented approach promotes the ease of integrating test article applications into a SPEEDES test bed simulation.

The Challenge of Parallel Simulation

The most challenging goal in the field of parallel discrete-event simulation is to provide general mechanisms for correct event processing (i.e., processing time-tagged events for simulated objects in their ascending time order) while simultaneously achieving high parallel performance (i.e., speedup). Ensuring correctness is difficult in a parallel simulation, where objects are distributed among multiple processors because each processor tends to advance at its own rate. Because of this characteristic, it is possible for an event on a slow node to schedule an event for an object on a fast node in the object's past (see Figure 1).

There are two schools of thought on how to solve this problem. Various conservative approaches (Chandy 79)  ensure that events are only processed if it is known that no earlier event will be scheduled for that object. Another, and yet very different, approach for solving this problem is to process events optimistically (Fujimoto 90) without concern for time accidents (i.e., events that are processed out of order). However, when a time accident occurs, that simulation object, and others that might have been affected from events that were erroneously generated, are rolled back.
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Figure 1: The problem of synchronizing parallel discrete-event simulations. There are two basic approaches: Conservative approaches never allow events to be processed if an earlier event for that object might be scheduled. Optimistic approaches process events without regard for synchronization, but then roll the simulation back to the time when events were processed out of order to fix the simulation error.

While some might think that optimistic approaches are too unpredictable or that they might be unstable (Lubachevsky 89), in reality, optimistic approaches provide the only known strategy for efficiently supporting the most general types of simulations (where any object can interact with any other object at any time in the future). Realistic military simulations tend to fall into this category.

SPEEDES transparently supports three state-of-the-art optimistic strategies (among others) for providing rigorously correct simulations. These strategies are all fully optimistic in their event processing but vary in the degree of risk associated with releasing event-scheduling messages from one processor to another (Reynolds 88). A brief description of these strategies follows.

Time Warp

Time Warp (Jefferson 85, Fujimoto 90) is the most aggressive strategy for providing parallel discrete-event simulation. In the processing of an event, future events may be generated for other objects in the simulation. If an event is generated for an object that is on another physical processor, an event-scheduling message is sent to that processor. When the message is received, a SPEEDES event object is created and is then put into the receiving simulation object's event list.

In Time Warp, event-scheduling messages are sent right away as the event is being processed, with full risk. This means that if the originating event is ever rolled back, all of the messages that it generated must be cancelled by sending antimessages. If antimessages arrive too late and generated events have already been processed, those generated events must be rolled back and cancelled as well. It is easy to see how this high-risk approach can become unstable for certain types of simulations if excessive rollbacks and antimessages ensue.

In periodic cycles, the simulation breaks out of its event-processing loop and tries to determine the global simulation time. In Time Warp, this quantity is called Global Virtual Time (GVT). When GVT is determined, all uncommitted events with time tags less than or equal to GVT become valid. Garbage collection is then performed to free the memory that was used for state saving. In SPEEDES, incremental state-saving techniques are used. These techniques, in comparison to full state-saving methods, dramatically reduce the memory-consumption overhead required for rollback (Steinman 93b).

Breathing Time Buckets

Breathing Time Buckets (Steinman 92a) is the other extreme in the optimistic realm of parallel discrete-event simulation. Breathing Time Buckets is fully optimistic in the sense that events are processed without regard for time accidents (i.e., processing events for an object out of correct time order). Just like Time Warp, Breathing Time Buckets handles time accidents through rollback techniques. However, Breathing Time Buckets only releases event-scheduling messages when it knows that the originating event has been processed correctly (i.e., its time tag is less than or equal to the global simulation time). Thus, only valid messages are ever released.

Time Warp is classified as a high-risk strategy; Breathing Time Buckets is risk-free. Trade-offs between Time Warp and Breathing Time Buckets are related to how much risk is necessary for the simulation to be efficient. It should be noted, however, that the synchronization overhead for Breathing Time Buckets is much lower than the synchronization overhead associated with Time Warp.
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Figure 2: An example of processing events in cycles defined by the event horizon. The causality principle allows for events in each cycle to be processed in parallel.

Breathing Time Buckets has a cycle similar to Time Warp's GVT cycle except that its boundary is defined by a concept called the event horizon (Steinman 92b). The event horizon is the time boundary where the next event to be processed was generated in the current cycle (see Figure 2). Efficiently detecting when all of the nodes have crossed the event horizon is the key to the Breathing Time Buckets algorithm. This procedure is discussed in other papers and will not be mentioned here (Steinman 92a). One should note, however, that the cycle boundaries adapt (or breathe) to process the maximum number of events possible in each cycle. This adaptive technique allows more events to processed in each cycle than the Fixed Time Bucket approach, which uses a constant time step for each cycle.

Breathing Time Warp

Breathing Time Warp (Steinman 93a) combines features of Time Warp and Breathing Time Buckets. Each cycle in Breathing Time Warp starts out by using aggressive message sending (like Time Warp). However, in a manner similar to Breathing Time Buckets, when a node processes a certain number of events beyond GVT, event-scheduling messages are held back and are not immediately released as subsequent events are processed. This is an extremely good heuristic to follow because events close to GVT tend to be valid while events far from GVT tend to suffer from excessive of rollbacks. Breathing Time Warp is a good compromise between Time Warp and Breathing Time Buckets. It successfully extends the number of events processed in each cycle while avoiding the potential instabilities sometimes observed in Time Warp.

INTERACTIVE SPEEDES
Interactive parallel and distributed military simulations have received much attention in recent years (Gordon 92). With the success of SIMNET and with the development of distributed interactive simulation (DIS) protocols (Loral Systems Company 92), many in the military simulation community feel that their objectives have been met. However, these approaches rely heavily on the real-time nature of their simulations. It is much more challenging to support interactive parallel simulations that have no correspondence to the wall clock.

Synchronizing external modules with a parallel/distributed simulation may be difficult. Minimizing the number of messages required for synchronization, while trying to avoid serialization of the simulation, can be problematic.

The basic architecture for interactive SPEEDES involves a communications server called the Host Router which provides all of the communication services between the outside world and SPEEDES (Steinman 92a). The Host Router has information concerning the identification and location of each simulated SPEEDES object. External users can then interact with an individual simulation object from the outside world without knowing anything about the internals of the SPEEDES simulation. External users must link an object called the Host User with their applications to enable users to "talk" to the simulation through the router. Currently, the following external interactions are supported:

1.
Query: The state of any simulation object may be queried. Upon receipt of a query message, SPEEDES generates a generic query event, setting its time tag to GVT. Because GVT is used as the time tag, a small number of rollbacks may ensue. However, using GVT as the query's time tag allows outside users to interact with the object as tightly as possible. The event is immediately processed (because it is the earliest unprocessed event in the simulation); it is never rolled back because its time tag is at GVT. Therefore, the resulting message that is sent back to the external user with information about the state of the object is released immediately. This allows a nearly instantaneous response to the external user's query.

2.
Monitor: Activities (or events) can be monitored for any simulation object from the outside world through this mechanism. A logical circuit is established between the external monitoring application and the SPEEDES simulation object. Each simulation object has a list of all external users currently monitoring its activities. Events can check this list and report information back to the outside world. These messages are only released when the events are committed. When an outside user wants to disable the monitoring of an object, or if for some reason the outside user's program crashes, the monitoring is automatically removed, and the simulation object stops sending the monitor information.

3.
Command: Events can be generated from the outside world to the SPEEDES simulation through an external command mechanism. Commands are generated from users by specifying a string name for the command event. SPEEDES automatically converts the external command message into its corresponding event object and then time-tags it at GVT. This allows external users to get their commands into the simulation as tightly as possible. It is important to realize that the outside world never sees anything beyond GVT. To support the tightest interactions (i.e., the time difference between simulation output and human inputs) commands are time-tagged to GVT so that outside users can interact with the simulation as tightly as possible, based on the simulation's most recent output.

4.
External Module: Algorithms, graphics, and hardware-in-the-loop may be defined as external modules in SPEEDES. External modules dynamically plug into the simulation and  are rigorously synchronized through hybrid methods supported by SPEEDES. The basic idea is that while the simulation is running, external modules can "check in" with the SPEEDES simulation and join in its execution. External modules connect themselves to a simulation object and then communicate with it. A natural cycle is defined after the external module has made its connection. Data are sent from the simulation object back to the external module where they are processed for a specified amount of simulation time. A barrier is set up in SPEEDES that does not allow GVT to go beyond the external module's specified done time. This barrier is removed when either the external module sends its results to the simulation, or the external module process goes away (intentionally or unintentionally). The cycle then repeats. As an option, SPEEDES also allows external modules to operate  aggressively. This means that if an external module completes its processing before GVT has advanced to its barrier in SPEEDES, the next external module event generated by the message sent from the external module, and received by SPEEDES can be time-tagged at GVT. Tighter cycles are then established, thus letting the external module run as fast as possible. This technique is especially useful for driving external graphics.

The following discussion describes some of the interactive features of the PDCS.

LANL Battle Management

Los Alamos National Laboratory has developed a generic parallel battle management algorithm that runs on various machines at their Advanced Computer Laboratory. This algorithm requires missile tracks (supplied by PROX3D) as input. The output of the LANL battle manager is a battle plan that defines which resources should attempt to engage the incoming missile threat. The outcome of the battle plan is then simulated in PROX3D.

A natural cycle becomes evident when the LANL battle management test article is integrated into PROX3D. The LANL battle management algorithm receives its current list of tracks, processes them for a while (possibly for 60 seconds of simulation time), and then sends the battle plan back to the simulation. The cycle repeats as new track information becomes available. Meanwhile, the current battle plan is carried out in the simulation. It is easy to synchronize the LANL parallel battle management algorithm into PROX3D using the external module concept supported by interactive SPEEDES.

JPL Graphics

JPL has developed some new techniques for synchronizing its graphics to parallel discrete-event simulations. A full discussion of these techniques is presented in another paper published in the proceedings of this conference (Tung 93). Here, it is only necessary to mention that the aggressive external module techniques described above are used.

Human Interactions

Human interactions are supported both through graphical interfaces and through simple user programs. As an example of how graphics can be used for interactive simulations, imagine being able to view the simulation on a high-powered graphics machine. Using the mouse, you can click on any of the displayed objects. An X/Motif menu pops up and allows you to query, monitor, or issue commands to the object. This capability has been prototyped, and is currently being further developed for the JPL graphics package.

SUPPORTED MODELS
Various medium-fidelity models were designed in the SPEEDES portion of the PDCS (i.e., PROX3D). It is important to keep in mind that in order to develop flexible military simulations, the internal simulation models must be kept general. Otherwise, the flexibility of the simulation will be lost. High-fidelity models, being rigid in their design and operation, should not be provided by the general purpose simulation, but rather, they should be supported by the simulation through clean interfaces. A distinction must be made between the simulation models that are provided by the simulation and the high-fidelity models that are integrated in the simulation as test articles. A flexible simulation and its integrated test articles are distinct entities. The simulation should be capable of running with or without integrated test articles to provide complete flexibility.

The simulation models described below provide generic functionality without assuming detailed knowledge of real-world military entities. As an example of this philosophy, suppose that the simulation is being used to study tracking algorithms. The generic tracking algorithms, supported by PROX3D, would then be replaced by higher fidelity tracking algorithms. These higher fidelity algorithms become test articles in the PROX3D simulation. If desired, multiple test articles can be incorporated into the simulation through this strategy.

Multi-Stage Missiles

One major requirement of PROX3D is to fly missiles of different types. A generic base-class missile object has been developed in C++ for this purpose. It allows users to easily build their own multistage missiles through inheritance. A user builds his specific missile by inheriting from the generic missile object. In the constructor of the user's missile, base-class method calls are made to specify the number of stages and then to initialize each stage with its specific parameters. Initializing each stage requires specifying its burn time, thrust (in terms of g's), mass of the rocket at the start of its stage, and the mass of the stage's fuel. Variable acceleration S-turn maneuvers can be enabled during any of the stages.

The boosting rocket uses the standard rocket equation for its powered flight:
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where v is the velocity vector of the rocket, T(t) is the rocket's thrust, m(t) is the mass of the rocket, and g(t) is the acceleration due to gravity. To obtain a closed-form solution of this equation, the following assumptions are made:

1.
The missile boosts for a fixed duration (solid-fuel model).

2.
The magnitude of the thrust T = |T| is constant during boost.

3.
The direction of the thrust vector T is a linear function in terms of the initial and final thrust vectors.

4.
The mass of the rocket decreases in a linear fashion as fuel is consumed.

5.
g(t) is constant during boosting and is set to the initial value g(t0).

With these assumptions, an approximate closed-form solution is easily obtained that involves a fourth-order polynomial combined with a logarithmic term. The approximation breaks down slightly as the bending angle of the thrust vector increases. A correction factor has been incorporated into the solution that removes the bias from the thrust. The average unbiased error in the thrust is about one percent for bending angles as large as 90 degrees. This solution, then, is a very good approximation. It has the added benefit of being extremely efficient in terms of CPU time required to compute the position and velocity of multistage rockets.

When the last stage has burned out, the missile's bus goes into Keplerian motion. A Kepler object then represents the trajectory of the missile's payload. In the future, reentry vehicles (RVs) and decoys will be deployed during post-boost maneuvering.

The missile base-class object supports a generic multistage aiming method. Each stage can have a fixed bending angle or it can be variable. Typical missile aiming takes about twenty iterations. Two hundred missiles can easily be aimed using a Sun SPARC station in less than ten seconds.

Once the missile has been aimed, its stages and final Keplerian motion can be viewed as a script for the missile, thus describing its motion as a sequence of equations of motion. The utility of this approach will be mentioned later in this paper.

Ground-Based Interceptors

Generic single-staged ground-based interceptor (GBI) objects are constructed from the missile object described above. The important difference between a GBI object and a multistage missile object is their aiming strategy. It is much more difficult to aim a GBI at an incoming missile moving with a generalized equation of motion than it is to aim a missile from one point on Earth to another. The GBI missile currently makes a single-divert impulse correction right after its burnout to help guide its flight. No further divert corrections are currently supported. When the GBI gets to the predicted target impact time, it checks to see if it is close enough to kill the target. In addition to this, a random kill probability is used to stochastically determine if the engagement has been a success.

Aircraft

Aircraft are supported in PROX3D, but have not been used to date. It is assumed that the aircraft fly according to a script of great circle segments (although their motion can be extended to other equations of motion). Altitude changes are modeled as linear functions in time. Currently, aircraft can be scripted either randomly, specified by an input file, or  through the Official Airline Guide schedule of commercial flights (Official Airline Guides 93). These aircraft can be upgraded to model air combat in theater-level battles. Aircraft may, or may not, have radar sensors on board.

Ground-Based Radars

Ground-based radars (GBRs) are defined through a parsed input file. This input file allows users to define multiple radar types, each potentially having different characteristics (e.g., scan time, range, resolution, etc.) The radars smear their measurements according to the characteristics of their model, and then feed the detections through a 9 state kinematic Kalman filter. If the target being tracked is in free flight, the acceleration terms are decayed and the estimated gravitational corrections are integrated into the filter's state-update equation.

Spaced-Based IR Sensors

Space-based infrared sensors are modeled as angle-only detections. Currently, Defense Support Program (DSP) sensors and Brilliant-Eye (BE) sensors are being modeled. Sensor queueing is currently being designed. The space-based sensor detections (with noise added) are sent to the assumed ground-based command center, where track fusion is performed.

Track Fusion

A simple track-fusion algorithm has been chosen that fits a polynomial to all of the available measurements taken over a moving time window. The form of the track-fusion model was chosen as a simple polynomial because it does not require knowledge of the modeled object that it is tracking, and because it is linear in the unknown coefficients. A higher precision track could be formed if the tracked object's true model were used. However, this is the boundary where the the PROX3D simulation capability ends and real-world tracking test articles begin. The track polynomial (in vector component form) is given below:
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where j = 0,1,2 (representing the x,y,z coordinates). This polynomial has 12 degrees of freedom. Tracks are determined by minimizing a chi squared based on the measurements. For angle only measurements, chi squared is given by




If the range is also known (range-rate measurements are incorporated in a similar manner), then chi squared is given by,




Combinations of angle-only, angle-plus-range, and angle-plus-range-and-range-rate measurements can easily be mixed for determining chi squared. Here, s(ti) is the sensor's position at time ti, v(ti) is the measured unit vector from the sensor to the target, and R(ti) is the range measured from the sensor to the target. Minimizing this chi squared with respect to the gamma coefficients results in a linear matrix equation, which can be easily solved.

Communications

PROX3D provides a fully integrated, simulated-communications capability. Each simulated military object is paired with a local communications object that resides on the same physical processor. As an example, trackers do not send their tracks directly to the central command center. Instead, they give their tracks to their own communications object for simulated message routing and delivery. The track message is routed to the command center's communications object, which when received, activates the appropriate event for the command center to process the message. Currently, only end-to-end communications are modeled. Within the next year, full routing, packetizing of messages, and error handling should be simulated in medium fidelity. Communications will be based on the seven-layered Open systems interconnection (OSI) Reference Model.

Command Center and Battle Management

A command center is modeled in the simulation and has the role of performing track fusion, battle management, and supporting human interactions. The  LANL battle management algorithm, as an external module, assumes the battle management role. It currently is the only test article in the simulation. Humans may interact with the command center object at any time during the simulation by commanding a GBI site to engage an incoming missile.

SPEEDES DIAGRAMS
The flow of the simulation is described through the use of SPEEDES diagrams. These diagrams show how events are generated and which objects they act on. The syntax of the SPEEDES diagrams is listed below (see Figures 3 and 4).

Legend for SPEEDES Diagrams

1.
Oval: Event.

2.
Oval with background: Self-initiating event.

3.
Box: Simulation object.

4.
Bold box: External object.

5.
Bold line: Event/object pair.

6.
Arrow: Event generation.

7.
Dashed arrow: External message.
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Figure 3: SPEEDES diagram of parallel proximity detection.

PARALLEL PROXIMITY DETECTION

Proximity detection is a critical issue for high-fidelity parallel simulations that involve generalized moving objects and sensors. The goal of parallel proximity detection is to provide the means for any sensor to "scan" its current proximity (defined by the sensor's coverage) at any time in the simulation. Correct positions and velocities of all the moving objects within each sensor's coverage must be provided. To further complicate the matter, objects must be allowed to move in a manner described through general equations of motion that are unknown to the proximity-detection algorithm. Straight-line motion, for example, cannot be assumed. Furthermore, global data structures describing the motion of objects are to be avoided because of performance and scalability arguments (both in memory usage and in message sending).

As an example of one popular approach to proximity detection, consider the dead-reckoning strategy of the Distributed Interactive Simulation (DIS) protocol (Loral Systems Company 92). Positions and velocities for all moving objects are periodically broadcast throughout the simulation to provide the spatial information of moving objects to the sensors. Object positions are then extrapolated between updates according to the wall clock. This approach may be reasonable in real-time training simulators, where exact positions and velocities are not required. However, it is unacceptable for simulations involving high-resolution tracking algorithms because sensors are not provided with the exact spatial position for each detection. Furthermore, the DIS protocols only work in real-time simulations and do not scale well since they use broadcast mechanisms to send their information.

As an example of why real-time simulations using the wall clock for synchronization are a poor choice for analytic studies, consider the Silicon Graphics flight simulator. This excellent flight simulator runs over Ethernet on different Silicon Graphics machines with potentially different processing capabilities. It was observed at JPL that whoever used the fastest machine usually won the simulated dogfight because that machine was more responsive to commands. This unfair artifact of the simulation hardware should not be permitted to affect the results of a rigorously correct simulation. Unpredictable behavior is unacceptable for analytic simulations. A rigorously correct proximity-detection solution is needed to eliminate hardware artifacts from military test beds.

The parallel proximity-detection methods used in PROX3D assume that each moving object contains a script of generic equations of motion represented as C++ objects. Proximity detection provides each sensor with a copy of the current equations of motion for each of the objects that are within its coverage (or proximity). As a constraint, only one copy of an object's equation of motion is allowed on a given processor. Providing this function must be accomplished in the most efficient manner possible. For example, the number of interprocessor messages must be kept to a minimum.

Proximity detection acts as a filter, providing the equations of motion for moving objects to each sensor in the simulation. A sensor's list of equations of motion for nearby moving objects may also contain objects that are slightly out of the sensor's coverage. As long is the number of peripheral objects is relatively small, the algorithm will remain efficient. The list of equations of motion for each sensor is dynamic; it changes as a function of the simulation time.

The key to proximity detection is that space is modeled by defining grids as simulation objects. The Earth is tiled by grids of approximately equal area and a specified size. Simple modular arithmetic allows latitude and longitude coordinates to translate into integer grid coordinates. Altitude can be used to support three-dimensional space if desired. Additional modular arithmetic on grid coordinates specifies the node and local ID for a grid object (assuming that grid objects are card-dealt to the physical processors).

Moving objects, or movers, inform the grids as they enter and exit their space. As a rule, movers must be in one grid, and only one grid at a time. Each grid, then, contains a dynamic list containing mover IDs residing in its simulated space.

To keep the algorithm general, exact grid crossings are not required. Instead, a grid-resolution parameter, ,  is introduced. Movers must know either their current velocity, or their maximum velocity. Conservatively, the time that it takes a mover to move the distance  is at most

t =  / Vmaxmover
Movers have a self-scheduling event called check_grid (see Figure 3) that computes in time steps of duration t, the grid that they are in. When a mover changes grids, two events (add_m2g and del_mfg) are scheduled that add the mover to the new grid and delete the mover from the old grid.

Sensors also interact with grids by informing the grids within their coverage of their identity. Unlike movers, sensors may be in multiple grids at the same time depending on their coverage. Grids, then, manage two lists: one for movers and one for sensors.

For fixed sensors (e.g., ground-based radars), a one-time initialization is required to inform the appropriate grids of its coverage. Moving sensors are more difficult. As sensors move, their coverage may enter and exit various grids. It is unpractical to have sensors move in and out of grids continuously in time. It is much more efficient to slightly extend the coverage of a sensor, and then to periodically recompute the grids within this extended coverage. Care must be taken, however, to ensure that the sensor's  true coverage is always a subset of its active grids.

It is possible for a sensor to change its motion unexpectedly at any time. It is important to keep proximity detection insensitive to unexpected changes to the sensor's motion. Therefore, using exact coverage for proximity detection is not practical. Instead, a second resolution parameter, , is defined to artificially extend the coverage of each sensor. This resolution can be safely converted to a time value by using the maximum velocity of the sensor.

t =  / Vmaxsensor
Fast-moving sensors will recompute their grid coverages more often than slow-moving sensors. This is in accordance with the philosophy of discrete-event simulation.

Finally, because of the grid-mover resolution uncertainty, , sensors must extend their coverage by an additional amount . Therefore, sensor coverage (in distance) must be extended as

Rcoverage = Rtrue +  + 
if the sensor is moving, and

Rcoverage = Rtrue + 
if the sensor is fixed.

Periodically (in time steps of t + t), a self-initiating event is scheduled for moving sensors. It is called update_coverage (see Figure 3). This event generates two other events (add_s2g and del_sfg) for adding a sensor ID to a grid, and for deleting a sensor ID from a grid. At this point, movers are entering and exiting grids while sensors are similarly informing the grids of their coverage. Each sensor's coverage has been artificially extended so that grids within a sensor's coverage can be recomputed periodically in such a way that the true coverage is still contained within the grid-coverage.

The grids now have information concerning which movers are within each sensor's coverage. This information must be relayed back to the movers so that their current equation of motion can be delivered to the appropriate sensors. Movers and sensors are in no way synchronized. Changes to the grids, either by movers or by sensors, will cause events to be scheduled for movers. These events (add_s2m and del_sfm) add or delete a sensor from a mover's sensor list. Each mover, then, has a list of all sensors that can potentially detect it. This list of sensors becomes the Distribution List for the mover. Each sensor must then receive a copy of the mover's current equation of motion.

Because only one copy of a mover's equation of motion is allowed on a node, a special bookkeeping object, the equations of motion manager (EOMAN — see Figure 3), resides on each node. Movers must keep track of which nodes have their current equations of motion. Movers never directly schedule events for sensors, but rather, they schedule events for the EOMAN object (i.e., add_efe and del_efe for adding and removing equations of motion to and from an EOMAN object). For each mover's equation of motion, the EOMAN object also keeps a list of the pertinent local sensors that require the mover's equation of motion. An event is scheduled locally for each of the sensors in the EOMAN's specific mover list to provide a pointer to the mover's equation of motion.

When a new sensor is added to a mover's sensor list, and that sensor is on a node that already has the mover's current equation of motion, an event called add_s2e is scheduled (see Figure 3) that adds the sensor to the EOMAN's list for that mover. The add_s2e event then schedules another event for the sensor providing a pointer to the mover's equation of motion. Sensors are removed from a mover using a reverse process.

One bookkeeping fact must be mentioned here. Consider a mover that exits one grid and enters another. If a sensor's coverage includes both of these grids, two events are scheduled (see Figure 3) for the mover (add_s2m and del_sfm). Such scheduling can cause trouble if care is not taken. If the del_sfm event is processed first, the mover will remove the sensor from its distribution list and schedule an event (either del_sfe or del_efe if there are no other sensors on the same node that require the mover's equation of motion) to eventually remove the equation of motion from the sensor's list. It would be foolish to then follow all of that work with another event that reintroduces the mover's equation of motion back to the sensor. The proximity-detection algorithm solves this problem by using a trick. The time tag of the add_s2m event is modified to ensure that it is processed before the del_sfm event. When the add_s2m event is processed, there will be two sensors in the mover's list. In this case, the mover knows that a del_sfm event will be processed shortly and no action is taken.

When a sensor receives its first mover's equation of motion (add_m2s), a scan event is generated. While processing each scan, the sensor's list of movers is checked. If the list is not empty, the scan event automatically reschedules itself based on the sensor's scan rate. Otherwise, the sensor stops scanning because there are no current movers in its proximity. This approach for sensor scanning eliminates the need for all sensors to continuously try to scan, even when there are no objects in its proximity.

In summary, the lists of information contained in the proximity detection objects are given below.

1.
Mover



Script (list of its own equations of motion).



List of sensors.

2.
Sensor



List of pointers to mover equations of motion.



List of grids in coverage.

3.
Grid



List of mover IDs.



List of sensor IDs.

4.
EOMAN



List of mover equations of motion.



List of sensors for each mover.

Two potential bottlenecks arise in the above algorithm.

First, having all equations of motion for local sensors go to a single EOMAN object on each node is a fan-in, fan-out event-scheduling paradigm. This can destroy the performance of Time Warp in some situations. The EOMAN bottleneck is removed by creating multiple EOMANs (100 is a reasonable choice) on each node and then hashing on the mover's ID to calculate which EOMAN on a given node manages the mover's equation of motion.

The second bottleneck may appear when many objects congregate in a local area (typical of military simulations). A small number of grids may be managing most of the objects. One very important thing to consider is that mover-only events can be processed out of order for grids. This is because adding or deleting a mover from a grid only requires sensor information in its output back to the mover. Similarly, sensor-only events can be processed out of order because sensor events only use the mover information in its output back to the mover. Thus, lazy cancellation can allow some of the grid events to be processed out of order. This approach works quite well to reduce rollbacks and to further improve the scalability of the simulation.

There is much more to the parallel proximity-detection algorithm used in PROX3D that cannot be described in this short paper. Extensions to the basic algorithm have been made to further improve its parallel performance. The most important extensions are in the use of lookahead (i.e., being able to schedule events into the future instead of using zero time delays for event scheduling). It is widely acknowledged that lookahead improves the scalability of parallel discrete-event simulations, whether they are optimistic or conservative (Felderman 92, Steinman 92b). A detailed paper on PROX3D with lookahead is forthcoming soon.

STRUCTURE OF THE PDCS

The basic structure of the simulation is given in Figure 4. Proximity detection is assumed to be operating in the background. This section focuses on the rest of the simulation, starting with a sensor scan.
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Figure 4: SPEEDES diagram of the PDCS.

Various sensor models are supported in PROX3D for different types of sensors. In the scan event (see Figure 4), the sensor model is given a list of pointers to the set of mover equations of motion that pass a set of cuts (i.e., range, range-rate, signal-to-noise, brightness, etc.). The sensor model generates a list of detections that are fed into the tracking algorithm for that sensor. The resulting tracks are then sent to the sensor object's corresponding communications object by scheduling a send_message event.

In the send_message event, the communications object is told that the message is of type TRACK, and that its destination is for the COMMAND_CENTER. The communications simulation routes the message to the communications object that is paired with the command center, and then an event is generated called receive_message, which, when processed, schedules the fuse_track event. Periodically, while all of this is going on, LANL (as an external module), requests new track information for its battle management processing in the LANL_BP event. The battle plans are sent from LANL back to the command center object in PROX3D, where the fire_command event is activated (note that humans can also schedule a fire_command).

The fire_command event schedules the shoot_gbi event, which causes a ground-based interceptor to aim itself at the incoming missile (based on the missile's track information). The equations of motion for the aimed GBI are sent to the JPL Real-time Situation Display (RSD) graphics program (Tung 93), where the GBI flyout is depicted. A kill_missile event is scheduled to occur at the assumed intercept time of the GBI and the missile. If the GBI comes close enough to intercept the missile, it destroys it and sends that information to the graphics.

SUMMARY
The overall utility of the Parallel and Distributed Computing Simulation (PDCS) strongly depends on the flexibility of the SPEEDES-based PROX3D simulation. The design of the simulation was motivated by the premise that parallel discrete-event simulations should be hosted locally, but that their computational support could be distributed world wide. JPL and LANL collaborated to build such a simulation, with JPL developing the PROX3D parallel discrete-event simulation and LANL building the first parallel test article. The first milestone was reached on January 27, 1993, when this simulation was successfully demonstrated.

Interactive SPEEDES supports all of the synchronization mechanisms required for this effort. SPEEDES has state-of-the-art methods for synchronizing its own internal parallel discrete-event simulation while providing hybrid support for external interactions. These methods are very different from the techniques typically used in real-time simulations, such as SIMNET, where the wall clock is used for synchronizing the simulation.

Various medium-fidelity models are supported in PROX3D These models can be replaced with higher fidelity test articles as the simulation matures. However, to provide the necessary flexibility, PROX3D must be able to run standalone as well.

Parallel proximity detection is a critical issue for the design of parallel military simulations. The techniques used by PROX3D bring a scalable solution to this problem. Each sensor, through a rigorous sequence of events, has a dynamic list of equations of motion for all of the moving objects that are within its proximity. Sensors are free to scan at any time without extra messages being required by the simulation.
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