SPEEDES OVERVIEW
The Synchronous Parallel Environment for Emulation and Discrete-Event Simulation (SPEEDES) framework represents the state-of-the-art in a number of significant areas in high-performance object-oriented simulation. Over twenty SPEEDES technical papers have been published to date, three NASA patents are currently pending, and the SPEEDES research and user community is continually growing. Although SPEEDES is a generic simulation framework, it is currently being directed to support DoD applications and the High-Level Architecture [4].

SPEEDES supports both conservative and optimistic (i.e., rollback-based) synchronization strategies in a completely generic manner. Because of its generic software interface, applications written in SPEEDES are not tied to any one particular synchronization approach. SPEEDES currently supports: Fixed Time Buckets (FTB), Breathing Time Buckets (BTB), Time Warp (TW), and Breathing Time Warp (BTW). SPEEDES also optimizes performance when running sequentially by turning off all rollback and message sending overheads [1].

The FTB algorithm uses lookahead to process events conservatively in synchronized time buckets specified in width by a global lookahead value L. The main concept behind FTB is that events are never allowed to send event-scheduling messages to other processing nodes tighter in time than L. FTB can be too constraining in some applications where objects interact in arbitrarily-tight time scales.

BTB bypasses the lookahead constraint by processing events optimistically, yet risk-free (i.e., new messages for other processors are only sent when it is safe). BTB does this in an adaptive manner that determines the global event horizon (i.e., the minimum time tag of all new messages generated in the current cycle) as events are optimistically processed. Processed events may rollback as straggler messages arrive, but their unsent messages are simply discarded. The main drawback of BTB is that in some cases, the synchronization overheads can be too high when too few events are committed on the average per event horizon cycle.

TW has maximal risk in that as events are processed, their messages are released right away. Straggler messages in TW not only cause events to be rolled back, but the messages that those events generated (and released) must also be canceled by antimessages. It has been shown that cascading antimessage explosions can cause major instabilities in TW, especially when the application’s load balancing is not even or when fan-in/fan-out event scheduling schemes are frequently used.

The BTW algorithm combines the best of FTB, BTB, and TW by exploiting lookahead (if it exists), and throttling the amount of risk in message sending [3]. At the core of BTW is its Global Virtual Time (GVT) algorithm [5]. GVT is defined as the time tag of the earliest unprocessed event or message in-transit in the simulation. Because events are never permitted to schedule new events in their past (this would violate causality), any processed event with a time tag less than GVT can be committed. If their messages have been held back, those messages can then be safely released. It is important for GVT to be globally determined frequently so that events can be committed in a timely manner. The SPEEDES BTW algorithm first processes events conservatively if their time tags are less than GVT + L. Then, BTW processes the next Nrisk events like TW (i.e., event-generating messages are sent right away). Following that, events are processed risk-free (new event-generating messages are held back until it is safe to release them) so that the simulation does not become unstable with a flood of bad messages that are eventually canceled by cascading antimessages. If a processing node ever gets more than Nopt events ahead of GVT, it stops event processing altogether until GVT is advanced. This provides flow control for runaway nodes.

SPEEDES also provides hybrid synchronization mechanisms for supporting external human, software, and/or hardware interactions [1,4]. SPEEDES ensures that these external modules never receive bad messages from the simulation even though events are being processed optimistically. External modules can query, monitor, and/or send commands to any object in the simulation. External modules can also take over the processing of any object in the simulation remotely using various hybrid synchronization techniques ranging from as-fast-as-possible, to tightly-coupled in both real-time and/or logical time.

SPEEDES supports transparent rollback mechanisms through the use of incremental state saving with a rollback queue maintained for each event [2]. Rollback items (provided by SPEEDES) are automatically pushed onto the top of the rollback queue as changes to an application’s state are made. SPEEDES uses state variable objects in C++ to represent standard integers, doubles, strings, and pointers to automate simple assignments. SPEEDES also provides rollbackable operations for supporting: stream I/O, memory copies, dynamic memory allocations/deallocations, asserts, dynamic data structures such as lists, heaps, etc., and barriers for supporting external module synchronization. The SPEEDES rollback queue mechanism can be extended by an application to support generic operations (e.g., rollback wrappers for Rogue Wave Tools).

The SPEEDES incremental state saving mechanisms support rollforward as well as rollback operations [2]. When an event is rolled back due to a straggler message that should have been processed first, it is very possible that the event, when reprocessed, will get the same result (i.e., make the same state changes and generate the same new messages). In other words, the straggler message did not affect the processing of the rolled back event. SPEEDES allows such events to be rolled forward instead of being reprocessed. This can save both processing time as well as reducing the number of antimessages generated by the simulation. SPEEDES goes one step further by allowing applications to specify tolerances for rollforward. The rollforward mechanism in SPEEDES is called Lazy Cancellation with Tolerances.

The internals of SPEEDES have been designed to completely scale for the largest applications. A new priority queue data structure, the SPEEDES Qheap (a novel heap-like data structure that uses singly-linked lists instead of trees or arrays to maintain the heap), manages pending events for each simulated object [6]. Each processing node also maintains its set of simulated object in another SPEEDES Qheap according to each object’s next unprocessed event time. This hybrid approach will allow objects, in the future, to migrate between processing nodes.

SPEEDES provides three base-class objects that user-written applications build on through inheritance. These are: (1) Object Manager, (2) Simulation Object, and (3) Event Object. Simulated objects are grouped into object types that are specified by the software engineer. They are managed by an object manager on each processing node. Each processing node then has an Object Manager for each type of Simulation Object. Object Managers are responsible for (1) determining how to distribute, (2) create/delete, and (3) generate initial events for their objects. The Simulation Object base class manages its set of events that have either been optimistically processed or that are pending. Simulation Objects are placed in a local SPEEDES Qheap. Event processing for Simulation Objects is coordinated by the local scheduler. SPEEDES invokes application-specific event code through inheritance and virtual functions that are derived from this base-class. Event Objects define several virtual functions to (1) optimistically process events, (2) to commit them (i.e., generate output, etc.), and (3) to support lazy cancellation with tolerances. Each Event Object base class transparently manages its own rollback queue. By defining events as objects, a number of important scalable software engineering principles are maintained such as: software complexity, developer productivity, compile times, extensibility, and reusability [7].

At the core of SPEEDES is its communications library interface [5]. A set of portable generic communication primitives have been defined that can be supported in a scalable manner on virtually all hardware architectures (e.g., networks of workstations or PCs, shared-memory multiprocessor machines, and/or massively-parallel distributed-memory high-performance computers). The SPEEDES communications library encapsulates the following services: fuzzy barriers, global reductions, synchronous message routing, and asynchronous message sending.
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